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ABSTRACT
A serious threat to civilians and soldiers is buried and above ground explosive hazards. The automatic detection of such
threats is highly desired. Many methods exist for explosive hazard detection, e.g., hand-held based sensors, downward
and forward looking vehicle mounted platforms, etc. In addition, multiple sensors are used to tackle this extreme problem,
such as radar and infrared (IR) imagery. In this article, we explore the utility of feature and decision level fusion of learned
features for forward looking explosive hazard detection in IR imagery. Specifically, we investigate different ways to fuse
learned iECO features pre and post multiple kernel (MK) support vector machine (SVM) based classification. Three MK
strategies are explored; fixed rule, heuristics and optimization-based. Performance is assessed in the context of receiver
operating characteristic (ROC) curves on data from a U.S. Army test site that contains multiple target and clutter types,
burial depths and times of day. Specifically, the results reveal two interesting things. First, the different MK strategies
appear to indicate that the different iECO individuals are all more-or-less important and there is not a dominant feature.
This is reinforcing as our hypothesis was that iECO provides different ways to approach target detection. Last, we observe
that while optimization-based MK is mathematically appealing, i.e., it connects the learning of the fusion to the underlying
classification problem we are trying to solve, it appears to be highly susceptible to over fitting and simpler, e.g., fixed rule
and heuristics approaches help us realize more generalizable iECO solutions.
Keywords: Explosive hazard detection, long-wave infrared, multiple kernel, MKL

1. INTRODUCTION
The detection of explosive hazards remains an important goal because these hazards continue to be a serious threat to past
and present regions of conflict. Thus, developing systems to successfully identify and avoid or remove explosive hazards is
a high priority. One approach for this task has been the utilization of forward looking (FL) systems equipped with infrared
(IR) sensors employed for detection. IR data collected from a FL system has been subjected to a number of computer
vision techniques for identification and automatic detection of these hazards, such as our previously established improved
Evolutionary COnstructed (iECO) features1 . In order to improve the performance of a system designed around iECO
individuals (aka features), we must discover how to fuse their disparate information. Herein, we propose and investigate
feature and decision level fusion techniques to learn an ideal way to combine iECO individuals for the task of explosive
hazard detection in FLIR.
To date, technologies to detect such threats have included hand-held and vehicle mounted units2, 3 . Sensing modalities
include ground-penetrating-radar (GPR), IR and visible-spectrum cameras, and acoustic technologies4–6 . FL technologies
are particularly attractive because of their ability to sense hazards before they are encountered–thus providing advanced
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standoff distances ranging from a few to tens of meters. However, FL technologies also “see everything else” in an environment typically–making them more susceptible to higher false alarm rates (FARs) due to clutter and other information. As
a result, many researchers focus primarily on the use of different signals, features and/or sensors for FA reduction versus
an attempt to increase the positive detection rate (PDR).
The feature and decision level fusion theories explored herein are based on kernel theory, specifically multiple kernel
learning (MKL). However, there are many strategies (rules, algorithms, mathematics, etc.) for MKL and even more ways
to prepare our inputs, e.g., iECO individuals, for MKL. Feature-level fusion is an operation that takes multiple features in
and yields a feature. Decision-level fusion is an operation that takes inputs from multiple decision makers (e.g., experts,
classifiers, etc.) in and yields a single decision. Feature-level fusion can, in theory, exploit correlations in the inputs,
when/if present, whereas decision-level fusion does not have access necessarily to this information anymore, just the
output of a set of decision makers. Both approaches have their respective advantages and disadvantages. Furthermore,
they are not naturally disjoint, meaning a solution might require solving both in combination with one another. Herein,
we are interested in either the fusion of multiple inputs at the kernel level (feature-level fusion) or the fusion of the output
of multiple kernel-based classifiers (decision-level fusion). However, different kernels, parameters and combinations of
kernels can be applied to different subsets of our iECO individuals. Finding the ideal set of kernels and parameters and
iECO individuals combinations can be a complicated endeavor. In general, Mercer and kernels provide us with an existence
theory, which tells us that we can often solve our problem, they just do not tell us how to do it. The art of MK is discovering
how to solve it robustly in light of limited information and/or training data. Herein, we investigate different algorithms for
three MK categories (fixed rule, heuristic and optimization-based) relative to iECO and FLIR.
The remainder of this article is structured as follows. In Section 2, we provide a brief overview of our iECO descriptor
framework. The different methodologies investigated in this work are detailed in Section 3 and Section 4 discusses the
experimental setup along with an analysis of the results. This work is concluded in Section 5.

2. IECO DESCRIPTORS
Price et al. put forth the improved Evolutionary COnstructed (iECO) feature descriptor framework (referred to hereafter as
simply iECO) for FLIR-based explosive hazard detection1 . The reader can refer to1 for full details, however we compactly
summarize that research here as it is the image information that we desire to fuse in the present article. iECO is a feature
learning algorithm that makes it possible to exploit cues in data that otherwise can elude non-learned (called “hand crafted”
by many) features such as the histogram of oriented gradients (HOG).7 Each hand crafted feature is an attempt to forcefully
sculpt signal/image information into some predisposed mathematics that may or may not reveal patterns that a user/system
needs for tasks like classification. iECO is a genetic algorithm (GA) based learning and (ensemble-based) use of a population of individuals that are mathematical compositions of heterogeneous functions (image processing transformations).
The individual chromosomes are variable length and the goal is to learn which ones to use and what their parameters are.
Advantages of this approach versus other feature learning tools like convolutional neural networks (CNNs)8 , deep learning,
is that iECO is not a black box and it does not predispose the problem to that of convolution. In1 , we used 19 different heterogeneous image transformations–varying from a Harris corner detector to a square root, Hough circle, median blur, rank
transform, LoG, mathematical morphology and Shearlet and Gabor spatial frequency domain filtering. Figure 1 illustrates
iECO (not its learning, but application of iECO to a given AOI).
In iECO, we extract ECO features relative to different high-level descriptors and cell-structured configurations. Specifically, we use the HOG, soft edge histogram descriptor (EHD) and the statistical descriptor (SD). A different GA population
is maintained for each descriptor. The reader can refer to1 for specifics on the GA and our diversity promoting methods
employed. Therefore, each descriptor learns different cues about the data and they do not all operate in the same way. In1
we showed that if we try to use one iECO pipeline on another descriptor, performance drops significantly. Herein, our goal
is to explore an effective way to assemble these different and diverse set of descriptors. We do not feel that one or a few
are better than the rest, rather each provides a different piece of the puzzle and therefore is of high interest with respect to
a strategy such as MKL. Figure 2 illustrates different learned iECO pipelines.

Figure 1. iECO on a FLIR prescreener hit. Learned iECO individuals, from three different populations–one for each type of descriptor–
are applied to the input image. Last, descriptors are extracted relative to each transformed image.

(a) average iECO output
(b) different iECO populations
Figure 2. iECO on FL LWIR. (a) Average iECO output of four individuals across 50 different buried targets. Each image is scaled to
r0, 1s for visual display and they are shown in Matlab jetmap color coding, where blue is 0 and red is 1. These images show that diversity
exists across individuals and different aspects of targets are learned, e.g., local contrast, orientation specific edge information, etc. (b)
Output of highest fitness chromosones for each descriptor for a single target. These images show that each descriptor prefers a different
iECO pipeline.

3. METHODS
In this section, we discuss different (linear) feature-level and (nonlinear) decision-level fusion techniques for iECO individuals. The following subsections explain the different MKL methods explored. In general, we can categorize these
techniques as fixed rule, heuristic or optimization-based. Fixed rules are functions that do not have parameters and do
not require training data to determine the weights (fusion parameters). Heuristic approaches make use of relatively weak
information regarding the performance of our inputs, e.g., individual base kernel classifier accuracies, or they calculate the
weights from something like the kernel matrices. Optimization approaches go a step further by connecting the learning
of weights with an underlying optimization problem that depends on the final fused strategy. While fixed rule is data set
independent, optimization-based is training data set specific and often susceptible to challenges like over fitting.

3.1 Multiple kernel

We start by considering a nonlinear mapping function φ : x Ñ φpxq P RDK , where DK is the dimensionality of the
transformed feature vector x. Generally, DK is much higher than the original dimensionality of x. The kernel function
κ can (and does) take many forms, e.g., the radial-basis-function (RBF) κpx, yq  exppσ }x  y}2 q. Provided a set of n
objects, X, we can build a n  n kernel matrix K  rKij  κpxi , xj qsnn that represents all pairwise dot products of
the feature vectors associated with n objects in the transformed high-dimensional space—the Reproducing Kernel Hilbert
Space (RKHS). There are many uses, engineering-wise and generally speaking mathematically, for kernel theory. One of
the most popular uses of kernel methods is transforming feature vectors such that their new representations, φpxq, improve
some task such as classification or clustering. One example is inducing a new linear separable space for two patterns that
a classifier can exploit.
As the name implies, MK extends kernel theory by allowing us to combine more than one kernel. Some look to MK
due to the fact that it is extremely difficult in practice to identify the “best” kernel and/or set of kernel parameters. Kernel
theory is elegant in the fact that it tells us about the existence of such a desired space, but it does not tell us how to (in
practice) find such a solution. However, works focused more on “feature” (kernel) selection are more of a search problem
than a MK problem. MK, and MKL at that, is of greater use if used as follows. Often the target kernel is not know,
i.e., it is not one of our known kernels such as an RBF or dot product kernel or polynomial kernel. In such a case, MKL
can be used to combine (therefore create a new kernel in effect) different “base” (valid Mercer) kernels in the search for
the function (transformation) that we desire (or need). Furthermore, in some scenarios different feature subsets require
different transformations–i.e., one kernel does not “fit all”. In such a case, MKL can be used to transform different features
to achieve our desired outcome. In any respect, we generally start with a set of “base kernels”–i.e., they satisfy all of
Mercer’s conditions and they are therefore positive semi definite (PSD) and symmetric Gram matrices. Herein, we assume
that the kernel K is composed of a weighted combination of pre-computed base kernel matrices, i.e.,
K

m
¸



σk Kk ,

(1)

k 1

where there are m kernels and σk is the weight applied to the kth kernel. The above operation is valid because we can add
and multiply (by scalars greater than 0) Gram matrices and
°mguarantee a Gram matrix. Specifically, the above falls into the
category of linear convex sum (LCS) as 0 ¤ σk ¤ 1 and k1 σk  1.
Another way to think about MK is in terms of the implicit feature space that it induces. Let φk be the kth non-linear
mapping function. One take on MK is the following,
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where φ1i is the first φ function for the ith feature vector. Note, the ith feature vector can use the entire feature vector xi
or a subset of the features can be used. That is, the result of fusion is nothing more than the concatenation of the different
individual RKHSs. In this respect, one can attempt to interpret the weights as both “importances” as well as feature space

shrinkage. See9 for more discussions, interpretations and examples of MK and MKL techniques. MKL SVM extends the
single kernel support vector machine (SKSVM) optimization by optimizing over the weights σk ,
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where ∆ is the domain of σ. Note that this is the same problem as SKSVM if the kernel weights are assumed constant.

3.2 Optimization Approach: Linear Feature Level Fusion: MKLGL
The first optimization-based approach for feature space MKL explored here is the work of Xu et al. called MKL group
lasso (MKLGL)10 . MKLGL is efficient as it uses a closed form solution for solving the outer minimization in (3). MKLGL
is an alternating optimization algorithm. The MKLGL training algorithm is summarized in Algorithm 1.
Algorithm 1: MKLGL Classifier Training
Data: (xi , yi ) - feature vector and label pairs; Kk - kernel matrices
Result: α - MKLGL classifier solution; σ - kernel weight vector
Initialize σk  1{m, k  1, ..., m - set kernel weights equal
while not done do
Solve unbalanced SKSVM for kernel matrix K
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3.3 Optimization Approach: Nonlinear Decision Level Fusion: DeFIMKL
Due to space constraints, we quickly summarize decision-level fuzzy integral based MKL (DeFIMKL) (see11–14 for full
mathematical explanation and subsequent optimization). The motivation behind DeFIMKL is as follows. In MKLGL,
we are restricted to a LCS combination of the inputs. MKLGL assumes independence between the inputs and its an
additive aggregation operator. However, if there are important interactions between our different inputs, at the feature
and/or algorithm levels, then it is a good idea to model this knowledge and use it to combine the inputs. This is where the
fuzzy integral (FI) comes in. The FI, Sugeno integral or Sugeno Choquet integral, is a nonlinear parametric aggregation
operator that takes the different inputs and our knowledge about the interaction between subsets (2m values for m inputs)
of the inputs and it produces a single output value. Let fk pxi q be the decision-value on feature-vector xi produced by the
kth classifier in an ensemble. The overall decision of the ensemble is computed by the FI, where the evidence h (integrand)
is the set of decisions by the classifier ensemble and the fuzzy measure (FM), g, encodes the relative worth of each classifier
in the ensemble. The ensemble decision fg pxi q on feature-vector xi with respect to g is (the Choquet integral)
fg pxi q 
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where Ak  tfπp1q pxi q, . . . , fπpkq pxi qu, such that fπp1q pxi q ¥ fπp2q pxi q ¥ . . . ¥ fπpmq pxi q, and g pAk q is the worth of
the set Ak . The function g has the properties g pφq  0, g pX q  1 and monotonicity, i.e., if A  B, where A and B are

subsets of X, then g pAq ¤ g pB q. In11 , we outlined a quadratic programming (QP) based method to learn g for MKL from
training data.
In11 , each learner fk pxi q is a kernel classifier, each trained on a separate kernel Kk . Herein, we use the SVM. The
SVM classifier decision value is
ηk pxq 
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which is the distance of x from the hyperplane defined by the learned SVM model parameters, αik and bk . Typically, the
class label is then computed as sgntηk pxqu. One could use fk pxq  sgntηk pxqu as the training input to g learning, but
this eliminates information about which kernel produces the largest class separation—essentially, the difference between
ηk pxq for classes labeled y  1 and y  1. Hence, we remap ηk pxq onto the interval r1, 1s, creating the inputs for
learning by the sigmoid function,
ηk pxq
.
(7)
fk pxq  a
1 ηk2 pxq
Thus, the training data for DeFIMKL are ptKk  rκk pxi , xj qs, fk pX qu, yq, k  1, . . . , m, where Kk are the kernel
matrices for each kernel function κk , fk pX q  pfk px1 q, . . . , fk pxn qqT are the remapped SVM decision values, and
y  py1 , . . . , yn q are the ground-truth labels of X  px1 , . . . , xn q, respectively. The training process is summarized
in Algorithm 2. A new feature vector x can be classified by the trained algorithm using Algorithm 3.
Algorithm 2: DeFIMKL Classifier Training
Data: (xi , yi ) - feature vector and label pairs; Kk - kernel matrices
Result: u - Lexicographically ordered g vector
for each kernel matrix do
Compute the kernel SVM classifier decision values, ηk , as in Equation (6).
Remap the decision values onto the interval r1, 1s as fk using Equation (7).
Solve the minimization problem in11 for u (i.e., g).

Algorithm 3: DeFIMKL Classifier Testing
Compute the SVM decision values fk pxq by using Equations (6) and (7).
Apply the Choquet integral at Equation (5) with respect to the learned g.
Compute the class label by sgntfg pxqu.

3.4 Fixed Rule: Uniform Weight Assignment
An extreme fixed rule strategy for MK weight assignment is
wk

 m1 .

(8)

While simple, we include and compare the other methods against this strategy because one of our hypotheses is that the
different iECO individuals are more-or-less equally important and provide diversity and different ways of looking at the
problem versus there being a dominant iECO individual.

3.5 Heuristic Approach: Normalized Base Learner Accuracies
A simple, but commonly encountered in practice, heuristic MK weight assignment technique, which we call normalized
base learner accuracies (NBLA), is to use the quality of the base learners as an indicator
°m for kernel importance. Let
βk P r0, 1s be the kth SVM classifier accuracy value. The normalized, i.e., such that k1 wk  1, base learner accuracy
of kernel k is
wk

 °mβk β
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.
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j

The NBLA is additive and it disregards any input interactions. Furthermore, as already discussed above, weights in LCS
typically have to account for at least two things, feature space shrinkage, which is important when values reside in entirely
different feature dimensions and numeric scales, and kernel importance. NBLA does not account for the prior.

3.6 Heuristic Approach: Kernel Matrix-Based Weight Assignment
In15 , we put forth a way to measure “contrast” between class specific similarities in a kernel matrix to derive the kernel
weights. Thus, we use training data but we do not couple the weight assignment with the underlying problem we are trying
to solve, e.g., MK-SVM classification. An advantage of this approach is it judges the “quality” of a kernel matrix by how
well objects in one class are similar to others in that class and different to other objects in the other class. Algorithm 4
describes our procedure.
In Algorithm 4, we compute the mean and standard deviation of the submatrix associated with class 1 data (M1 ). We
do the same for class 2 (M2 ) and class 1 to class 2 (M3 ). Next, we measure the Bhattacharya distance between M1 and
M3 and M2 and M3 . That is, we measure the divergence between these two distributions. Thus, how well do our classes
produce similar inner products within each class and in comparison to the other class. The final weight, σk , is a measure of
the sum of these Bhattacharya distances divided by their sum plus the standard deviation of those matrices. Thus, we get a
value of 1 in the extreme case when the standard deviations are all approximately 0 and our value drives towards 0 when
the standard deviations become large.

3.7 Heterogeneous Kernel Normalization
If one is not using homogeneous kernels, e.g., LCS fusion of RBFs, then normalization of the kernels becomes just as
important as normalization of features. For example, the “answer” to a given MK problem might reside in combining one
part dot product kernel with a RBF kernel and two polynomial kernels with degrees of 2 and 3. However, the RBF yields
values on r0, 1s, the dot product varies with respect to the feature dimensionality and value range of inputs, etc. As already
stressed, the weights in LCS try to account for importance and feature space shrinkage. If we are not careful, then it could
likely be the case that some kernels are preferred (assigned higher weight values) due to the simple fact that they have
larger magnitudes. Herein, we use a simple and well-grounded method for kernel normalization from the literature16 . The
goal is to perform an individual kernel rescaling such that
1 ¸
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n i1
n

 1,

(10)

for each kernel, where φk px̄q is the empirical mean of the data in the RKHS, which can be rewritten as
1 ¸
κk pxi , xi q
n i1
n

1
n2

n ¸
n
¸

 

κk pxi , xj q  1.

(11)

i 1j 1

As a result, we obtain the following normalization rule
κpx, x̄q Ñ
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Algorithm 4: MK Weight Assignment Algorithm from Kernel Matrices
Data: pyi q - feature vector labels and Kk - kernel matrices
Result: σk - kernel weights
for k=1 to m do
Extract submatrix from Kk for (class 1, class 1) data as an unordered set of individual values, M1
Extract submatrix from Kk for (class 2, class 2) data as an unordered set of individual values, M2
Extract submatrix from Kk for (class 1, class 2) data as an unordered set of individual values, M3
%%Extract means and standard deviations (std)
°|M |
µ1  |M11 | i11 M1,i %% mean of submatrix M1

b

 |M1 | °|iM1 | pM1,i  µ1 q2 %% std of submatrix M1
°|M |
µ2  |M1 | i1 M2,i %% mean of submatrix M2
b °|M |
2
τ2  |M1 | i1 pM2,i  µ2 q %% std of submatrix M2
°
|M |
µ3  |M1 | i1 M3,i %% mean of submatrix M3
b °|M |
2
τ3  |M1 | i1 pM3,i  µ3 q %% std of submatrix M3
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2

2

2
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3
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%%Compute the Bhattacharya
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%%Compute the kernel weight
σk  b1 b2b1τ1b2τ2 τ3
%%Weight
°m normalization
q  i1 σi
for k=1 to m do
σk  σk {q
While many simply normalize using the rule κpx, x̄q Ñ
for the case where the empirical mean lies at the origin.

p q , where trpK q is the trace of matrix K, this only accounts
p q

κ x,x̄
K
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4. EXPERIMENTS AND RESULTS
In this section, experiments are reported using summarized values detailing the normalized area under the curve (NAUC)
performance on data collected from a U.S. Army test site that contains multiple target and clutter types, burial depths and
times of day. Unfortunately, we cannot disclose specifics regarding where the data was collected or the exact targets and
their burial depths. We are only at liberty to say that the destination is an arid test site and they varied in terms of their
burial depth and metal contents, i.e., heavy metal to devices with low-to-no metal content (e.g., plastic, tire treads, etc.).
Three lanes are used in these experiments–which we denote generically herein as Lane A, Lane B and Lane C. This data
set was collected during the morning and afternoon to account for thermal variations that occur at different times of day. It
is important to note that one lane, Lane C, is the most difficult by far. Also, we use lane-based three fold cross validation
herein. That is, Fold-1 is train on Lane A and Lane B and test on Lane C, Fold-2 is train on Lane B and Lane C and test
on Lane A and Fold-3 is train on Lane C and Lane A and test on Lane B. Table 1 is the summary of the areas (in meters
squared), numbers of targets in each lane and the makeup of their metal and non-metal distributions relative to burial depth.
Overall, the key theme to the experiments conducted was to investigate the performance impact of MK using fixedrule, heuristic, and optimization function based learning mechanisms. This was achieved using three different experimental
setups, and those will be defined and discussed. First, it needs to be noted what iECO individuals were made available

Table 1. Data collection summary for each lane.

Lane

Number of Targets

Area (m2 )

A
B
C

44
50
79

3626.9
4212.7
3944.8

Metal
Shallow
21
22
31

Metal
Deep
3
4
15

Non-Metal
Shallow
11
14
21

Non-Metal
Deep
9
10
12

for feature extraction. As mentioned, there are three different feature descriptors in which iECO was deployed to learn
compositions of transforms for this work. Those descriptors are the HOG, SD, and EHD. Each iECO population was
composed of 50 individuals defined by a single chromosome; therefore each iECO descriptor has 50 individuals to choose
from. For all experiments in this work, we use some combination of the top 5 individuals from each iECO descriptor,
thus giving us a total of 15 individuals (i.e., 5 for HOG, 5 for SD, and 5 for EHD). Last, we also use the pre-screener
score as a feature. There are numerous MK-based approaches to this information. For example, we could use MK on the
concatenated feature vector of all iECO individuals and the prescreener score. We could also apply different kernels to
each group, three iECO groups and the prescreener being its own group. Next, we could apply different kernels to each
iECO individual and the prescreener score. In the extreme case, we could apply different kernels to each feature from each
iECO individual and the prescreener score. However, such a strategy would not load into memory (maybe not even disk),
be extremely computationally demanding, and most likely result in too many degrees of freedom to learn from our data
(parameters to estimate relative to the number and diversity of training samples available).
For the first experiment, a single RBF kernel was applied to each iECO descriptor’s individual and the pre-screener
score, which equates to 16 kernels being fused. Note, the RBF parameter for each of the 16 inputs was set to d1k , where
dk is the dimensionality of input k. Results are presented in Table 2. Note, results are not obtained for DeFIMKL. There
are 16 inputs, leading to 216 capacity terms, which is too much for our current solver and DeFIMKL implementation.
DeFIMKL does not scale as the other linear feature space MKL techniques do (as it considers the interaction information
and performs nonlinear fusion). In future work, we will address DeFIMKL approximations or restrictions, such as with
k-additive integrals. The results in Table 2 are very promising for our heuristic method of calculating the kernel weights
directly from the kernel matrices. The kernel matrix-based approach outperforms all other methods for each fold, though
we do acknowledge that the uniform and normalized base learner accuracy weight assignment approaches come in a close
second. This provides partial support for the conjecture that each iECO descriptor is learning very unique and diverse
solutions that bring useful and different discriminative information to the table for classification (which is desirable). This
can be drawn because it indicates that each individual is nearly of equal importance, which was also seen in the actual
weight assignments for each individuals’ kernel during experimentation.
Table 2. Experiment 1. NAUC values for each fold and its corresponding MKL technique for fusing 16 RBF kernels—one for each
iECO descriptor’s top five individuals and the pre-screener score. Values highlighted in green represent the highest performing method
and those in red represent the lowest performing method for the given fold.

Learning Strategy

Weight Assignment

Fold-1

Fold-2

Fold-3

Fixed-Rule

Uniform

0.333

0.612

0.615

Heuristic

Kernel Matrix-Based
Normalized Base Learner Acc.

0.335
0.332

0.616
0.613

0.617
0.615

Optimization Function

MKLGL
MKLGL/Kernel Matrix-Based Seed
DeFIMKL

0.317 0.5826
0.5991
0.327
0.579
0.596
Too many inputs to solve for

Next, experiment two is setup such that each iECO descriptor’s group of top 5 individuals are concatenated into a single
feature vector (i.e., iECO’s top 5 HOG, SD, and EHD individuals are concatenated to make a single feature vector for each
descriptor). Thus, four kernels are fused, one for each descriptor and one for the pre-screener score. The results are given
in Table 3, and again, indicate the kernel matrix-based approach is the best overall performer. For this experiment, we were

Table 3. Experiment 2. NAUC values for each fold and its corresponding MKL technique for fusing 4 RBF kernels—one for each group
of iECO descriptors and the pre-screener score. Values highlighted in green represent the highest performing method and those in red
represent the lowest performing method for the given fold.

Learning Strategy

Weight Assignment

Fold-1

Fold-2

Fold-3

Fixed-Rule

Uniform

0.328

0.608

0.610

Heuristic

Kernel Matrix-Based
Normalized Base Learner Acc.

0.330
0.306

0.611
0.587

0.610
0.597

Optimization Function

MKLGL
MKLGL/Kernel Matrix-Based Seed
DeFIMKL

0.318
0.319
0.317

0.595
0.595
0.607

0.578
0.579
0.614

able to include DeFIMKL, as there were only 24 parameters to learn, and it does show its worth, being the best performer
for one of the three folds. Additionally, we see that MKLGL continues to under-perform on this data, and the normalized
base learner accuracy approach also sees a large decrease in performance for this experimental setup. It is our belief that
the reason for MKLGL’s weak performance is due to over fitting, and even further, we suspect that all of the optimization
function based methods lead to over fitting of the data. Theoretically, these methods should be finding the optimal solution
for the given problem, however this is obviously not the case when applied to real-world data in which the training data
will rarely (if ever) fully encompass the entire scope of a given problem domain. Lastly, we point out that it appears that
the regularization within DeFIMKL could be used to help reduce the impact of over fitting.
The final experiment reported herein is with respect to heterogeneous kernels. For this experiment, each iECO descriptor’s top 5 individuals and the pre-screener score are concatenated to form a single feature vector, of which kernels were
applied to and weights derived. Specifically, we used a single RBF, two polynomials (of degree two and three), and the dot
product kernels, of which no normalization was implemented. Results are presented in Table 4. All methods performance
dropped when using heterogeneous kernels, however our kernel matrix-based method degraded the most gracefully, with
performance dropping only approximately 2  4% for all folds whereas MKLGL, for example, having a performance decrease of approximately 2% for Fold-1 and approximately 10% for Fold-2 and Fold-3. As with the optimization function
case, in theory, we should be able to find weights that would address the heterogeneous kernels through the weights “feature shrinkage” and “importance weight” for each kernel. We should be able to get the same results that we obtained in
our previous experiment, as our heterogeneous case involved a RBF and the system could have defaulted back to simply
learning that solution. It is likely that when we added more kernels we ended up getting more free parameters and increased our amount of over fitting to the training data. The point is, in practice this is very difficult to learn/achieve. While
heterogeneity might be key to solving a particular solution, our results and intuition indicate that additional investigation
and theory is needed to address this challenge, and more importantly, solve it on limited size and diversity real-world data.
Table 4. Experiment 3. NAUC values for each fold and its corresponding MKL technique for fusing 4 heterogeneous kernels– one RBF,
two polynomial, and one dot product applied to the concatenated feature vector containing each iECO descriptor’s top five individuals
and the pre-screener score. Values highlighted in green represent the highest performing method and those in red represent the lowest
performing method for the given fold.

Learning Strategy

Weight Assignment

Fold-1

Fold-2

Fold-3

Fixed-Rule

Uniform

0.296

0.486

0.495

Heuristic

Kernel Matrix-Based
Normalized Base Learner Acc.

0.318
0.296

0.582
0.486

0.582
0.495

Optimization Function

MKLGL
MKLGL/Kernel Matrix-Based Seed
DeFIMKL

0.296
0.486
0.495
0.299
0.486
0.495
Too many inputs to solve for

5. CONCLUSION AND FUTURE WORK
In this work, we investigated how MK fusion techniques can be used to further improve the performance and quality
of iECO feature descriptors. Further evidence was obtained that suggests that each iECO descriptor, along with its top
individuals, do in fact learn very diverse solutions to the problem. In regards to MK fusion strategies, this work indicates
that a heuristic approach to learning the weight assignment may be best, and more specifically, our kernel-matrix based
strategy. Our initial conjecture is that this is the result of optimization function strategies being too susceptible to over
fitting the training data, and fixed-rule strategies being overly simplistic in assuming that there exists a one-size-fits-all
solution to weight assignments. However, a deeper investigation is needed and will be the subject of future work.
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