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ABSTRACT

Data fusion is a powerful theory that often leads to significant performance gain and/or improved robustness of a given
solution. In this article, we explore how fusion can be used to advance our previously established improved Evolutionary
COnstructed (iECO) image descriptor framework. The goal of iECO is to learn a diverse set of individuals (variable length
chromosome in a genetic algorithm). Each iECO individual encodes a unique composition of different low-level image
transformations in the context of a high-level image descriptor. Herein, we investigate multiple kernel (MK) aggregation
and MK learning (MKL) for “feature-level” fusion of iECO chromosomes. Specifically, we explore MKL group lasso
(MKLGL) and we put forth a new way to directly assign kernel weights from a mesure defined on the kernel matrices. The
proposed work is presented in the context of buried explosive hazard detection (EHD) in forward looking (FL) imagery.
Experiments are reported using receiver operating characteristic (ROC) curves on data from a U.S. Army test site that
contains multiple target and clutter types, burial depths and times of day. We demonstrate that MK support vector machine
(MKSVM) classification outperform single kernel SVM (SKSVM) classification and our weight assignment procedure
generalizes well and outperforms MKLGL for EHD in FLIR.
Keywords: Explosive hazard detection, iECO, feature learning, multiple kernel, long-wave infrared

1. INTRODUCTION
Explosive hazards result in injuries and deaths to civilians and soldiers throughout the world. The U.S. Army is extremely
interested in the search for new technologies to identify and remove such threats. Since 2008, such threats in Afghanistan
alone are responsible for wounding or killing approximately 10,000 U.S. soldiers. Across the globe, on average there are
310 deaths and 833 wounded individuals per month1 . This is not a trivial task to solve as there are numerous devices of
varying size and they are made up of different materials–wood, plastic, metal, etc.–and they differ in what they are designed
for, e.g., anti-tank versus anti-personnel. In addition, these threats are not typically placed in plain view. Instead, these
devices are usually concealed, e.g., hidden in bushes or buried in the ground (at varying depths). To make matters worse,
these devices are also relatively inexpensive and easy to make using commonly available materials and they are rather
effective at inflicting damage while the perpetrator resides at a safe remote destination. The reasons above, among others,
explain why buried explosives are “a predominant weapon of choice for terrorists, criminal organizations and extremists2 .”
This is an extreme challenge as the “enemy” is not a device, but a person–making the threat continuous and evolving.
To date, technologies to detect such threats have included handheld and vehicle mounted units3, 4 . Sensing modalities include ground-penetrating-radar (GPR), infrared (IR) and visible-spectrum cameras, and acoustic technologies5–7 .
Forward looking (FL) technologies are particularly attractive because of their ability to sense hazards before they are
encountered–thus providing advanced standoff distances ranging from a few to tens of meters. However, FL technologies
also “see everything else” in an environment typically–making them more susceptible to higher false alarm rates (FARs)
due to clutter and other information. As a result, many researchers focus primarily on the use of different signals, features
and/or sensors for FA reduction versus an attempt to increase the positive detection rate (PDR).
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Table 1. Acronyms

EHD
FL
LW
UTM
FA
MK
MKLGL
AOI
HOG

explosive hazard detection
forward looking
long-wave
universal traverse mercator
false alarm
multiple kernel
MK learning-group lasso
area of interest
histogram of oriented gradients

IR
DL
MW
SVM
ROC
SK
iECO
NAUC
SD

infrared
downward looking
mid-wave
support vector machine
receiver operating characteristic
single kernel
improved evolution constructed
normalized area under the curve
statistical descriptor

In this article, we explore how fusion can be used to advance our previously established improved Evolutionary COnstructed (iECO) image descriptor framework. The goal of iECO is to learn a diverse set of individuals (variable length
chromosome in a genetic algorithm). Each iECO individual encodes a unique composition of different low-level image
transformations in the context of a high-level image descriptor. Herein, we investigate the role of multiple kernel (MK)
aggregation and MK learning (MKL) for “feature-level” fusion of the iECO chromosomes. Specifically, we explore the
use of MKL group lasso (MKLGL) and a new way to determine the kernel weights from a measure defined on the kernel
matrices.
This article is structured as follows. In Section 2, we outline FLIR and Section 3 discusses a prescreener. In Section 4,
we outline image space features and iECO. Section 5 is focused on MKL and Section 6 is experiments and results. Table
1 is a list of acronyms used in this article. Figure 1 is a high-level overview of the proposed work.

2. FORWARD LOOKING INFRARED
To date, numerous frequencies in the infrared portion of the electromagnetic spectrum have been investigated for EHD.
Examples include mid wave IR (MWIR) and combinations of IR bands (and groups) for things like detecting “disturbed
earth”. Herein, we focus on anomaly detection in long wave IR (LWIR). However, without loss of generality the mathematics and algorithms put forth are naturally applicable to MWIR and LWIR imagery with little-to-no alteration.
LWIR (aka thermal imagers) are passive sensors that detect infrared radiation in approximately the 8–14 micrometer
wavelength. Objects with a temperature above absolute zero emit infrared radiation in this range at their surface and the
amount of emitted thermal radiation increases with temperature and the exact relationship between an object’s temperature.
Furthermore, the amount of emitted thermal radiation depends on emissivity, a quantity representing a material’s ability to
emit thermal radiation that varies with wavelength. Thermal cameras see not only emitted radiation of an object, but also
transmitted radiation–such as from an external source with passes through the object toward the imager–and/or reflected
radiation–radiation from an external source which reflects off the object toward the imager. In all, this complicates the
assignment of absolute temperatures to objects. In terms of EHD, we can exploit the fact that buried objects tend to possess
different thermal conductivity, capacity or density than the surrounding soil. This results in either a relative cooling or
warming of the soil immediately surrounding the object. In all, this tends to lead to a change in temperature at the surface
above an object which in return results in a measurable change in the amount of emitted thermal radiation. This allows us
to detect targets as anomalies through this indirect observation of the object. Figure 2 illustrates this phenomenon, which
is often called thermal scarring.
However, FLIR is not the “golden bullet” for EHD. One challenge facing FLIR is diurnal cross-over–the time-period
where buried objects come near thermal equilibrium with their surroundings and therefore making targets more-or-less
unidentifiable. Another factor is the difference in emitted radiance seen at the soil surface (even for the same soil composition and object) varies based on factors such as the amount of incident thermal radiation, which is dependent on time of
day, time of year, and current weather conditions. These are just some of the challenges that emphasize the need to include
and ultimately fuse different sensing technologies in order to solve this extremely challenging real-world EHD problem.
Herein, two FLIR sensors are used. However, our research group, in conjunction with the U.S. Army Night Vision and
Electronic Sensors Directorate (NVESD) Countermine Division have explored and reported results for numerous LWIR

Figure 1. High level overview of this article. Fusion is explored with respect to iECO chromosomes (learned image descriptors). In
total, three populations–one for each image descriptor–are used. Fusion is carried out at the feature-level based on MK. Specifically, we
investigate the performance of both single kernel support vector machine (SKSVM) and MKSVM classification relative to MKLGL and
a new MK weight assignment procedure defined directly on the “quality” of the kernel matrices on training data.

Figure 2. Thermal scarring in FLIR for targets of varying difficulty at a fixed vehicle stand off distance. (left) NVESD FLEHD multisensor ground vehicle platform, (top row) LWIR and (bottom row) MWIR imagery. Columns are different (center aligned) targets
co-registered in MWIR and LWIR. Note, the MWIR camera has a higher resolution (and more pixels on target).

sensors, e.g., a DVE camera8 . In general, we are still searching, theoretically and experimentally, for the best sensors to
robustly address EHD and to better understand all the factors related to when each sensor works and does not work ideally.
The first camera is a SELEX L20. The SELEX yields a 16 bit single channel image with resolution 640 × 512, it has a
spectral response of 8–10 micrometers, and vertical and horizontal field of views of 15 and 12 degrees. The second camera
is an N2 sensor. The N2 is a 14 bit single channel image, 8–12.5 micrometer range, 640 × 480 resolution image, 30.43
and 23.06 horizontal and vertical FOV, and focal length of 20. Both cameras were mounted on a mast at the back of the
vehicle as shown in Fig. 2, which had approximately a height of 3.35 meters and a downward look angle of 6.3 degrees.
An inertial navigation system (INS) was mounted next to the cameras, and the time at which each image was captured was
recorded. This allowed precise georeferencing using the dense 3D scene reconstruction technique described in8 .

3. PRESCREENER
Stone et al. discuss a FLIR prescreener for EHD that was later extended to the processing of FLGPR imagery. For a
full detailed description, the reader can refer to8, 9 . This prescreener is an ensemble of trainable size-contrast filters (local
dual sliding window detectors). Each size-contrast filter has seven parameters; the inner window height and width, the
pad height and width (which determine the size of the outer window), a Bhattacharyya distance threshold, a squared
difference between the mean values threshold, and three state parameters, referred to as DType (which determines whether
the detector will trigger only on bright on dark regions, dark on bright regions, or both). At each pixel, we compute the
mean and variance of the inner and outer windows, the Bhattacharyya distance and squared difference between the mean
values is calculated and these two values are compared against their corresponding threshold. If these values are greater
than their threshold, and the DType condition is met, then the corresponding detector fires. If a detector fires, then it has its
inner window center pixel coordinate projected into UTM coordinates. We then run mean-shift on all UTM coordinates in
an individual frame (which we call spatial mean-shift). Next, mean-shift it run again on hit locations from multiple frames
(temporal mean-shift). Mean-shift is initialized at every hit location, and the update procedure is run until convergence.
Mean-shift is particularly effective when we can put meaning to distances in the feature space. Herein, we are operating
in UTM coordinates and convergence is thus defined as a change of less than one centimeter between updates. Additional
algorithm speedups were put forth in8 .
However, the parameters for this pre-screener must be learned. We use a genetic algorithm (GA) to learn the detectors
parameters. We explored a one-per-rate method that trains a single detector for each desired detection rate. The idea
behind training many detectors is that the resulting ROC curve after fusion should be better than if a single detector were
trained and only its thresholds allowed to vary. We also explored a one-per-target method that trains a single detector for
each ground truth in the training data. The primary objective of this GA is to detect the specific target with the secondary
objective of minimizing the FAR. In both scenarios, we used a weighted mean-shift procedure to fuse the detectors–each
of which were trained with a different objective function. A weight is learned for each detector using separable covariance
matrix adaptation evolution strategy (CMAES) such that the normalized area under the curve (NAUC) is maximized on
the training data. Again, the reader can refer to8, 9 for additional details.

4. FLIR FEATURES
While our FLIR prescreener is capable of achieving a relatively high PDR, it unfortunately suffers from an unacceptable
FAR (relative to a U.S. government standard). To address this shortcoming, we have explored, extended and created a
number of image space features and descriptors, including convolutional neural networks (CNNs)10 , improved Evolution
COnstructed (iECO) features11 , “soft” (importance map weighted) features12 , histogram of cell-structured Gabor energy
filter and Shearlet filter bank responses8, 11 , histogram of gradients (HOG)13 and local binary pattern (LBP)14–16 and “soft”
edge histogram descriptor features8, 9 . Anderson et al.9 proposed additional anomaly evidence map features in FLIR, which
include features from maximally stable extremal regions (MSERs)17 and Gaussian mixture models (GMMs)18 for change
detection. In addition, we “pool” features over different spatial regions in order to preserve spatial context. A common
example is the use of histograms of features, e.g., the histogram of oriented gradients (HOG). The convention, and what we
have used herein, is to build a partially overlapping grid of cells. Typically, we just concatenate these multi-cell descriptors
into a single long vector of usually high dimensionality and we leave it up to the classifier (or feature selector) to sort it out

or learn what information is the most important to the current task. Next, we review features and descriptors that are not
learned from data, e.g., the HOG, then we discuss features and descriptors learned from data, specifically iECO.

4.1 Non-learned features and descriptors
One of the features/descriptors that we use herein is the HOG, popularized by David Lowe in the scale invariant feature
transform (SIFT); however it was first explored by Edelman in the context of wet science and later popularized by DalalTriggs for HOG-based person detection19 . It is important to note that SIFT technically consists of keypoint detection,
a feature descriptor and detection. The HOG–the feature descriptor in SIFT–involves the extraction of a gradient vector
per pixel in an image. For a given area of interest (AOI), one computes the magnitude of each gradient, k(∂I(x, y)/∂x,
∂I(x, y)/∂y)k, and its respective orientation. A histogram of B bins (a user defined or learned parameter) is specified and
each pixel’s gradient magnitude, per cell, is added to the bin with respect to its orientation. Note, convention is to bilinearly
interpolate each gradient magnitude for the closest and next closes bin. While SIFT identifies and rotates the descriptor
which respect to its major orientation bin(s), this is an optional step (that we do not use) that the user must determine
relative to the given detection task at hand.
The second feature/descriptor we use herein is the edge histogram descriptor. Stone et al.8 put forth a “soft” edge histogram descriptor feature. The original edge histogram descriptor was inspired by the MPEG-7 edge histogram descriptor,
which has five simple convolution operators that represent vertical, horizontal, diagonal, anti-diagonal and non-directional
edge classes. Stone et al. extended this feature in order to make it less sensitive to noise. See8 for full details. However,
we summarize its steps here for completeness sake. We allow a pixel to contribute to all classes by creating a histogram
at each pixel location and we accumulate the individual pixel histograms inside a window to form the final descriptor. A
pixels histogram is constructed by computing the absolute value of the response to each of the edge convolution operators
and then dividing each of those values by the sum, i.e. taking the l1 norm. Linear interpolation is performed to distribute
the pixels contribution between the edge classes and the non-edge class by comparing the sum of the absolute values of the
operator responses to the edge threshold. If the sum is greater than or equal to the edge threshold then the non-edge class
is assigned zero. Otherwise, the non-edge class is assigned one minus the fractional value of the sum divided by the edge
threshold, and that fractional value is multiplied to the value of each of the edge classes in the histogram. We introduced
a further change, the addition of two new edge masks; making the total descriptor length seven. We extract two edge
histogram descriptors per cell using edge thresholds of 15 and 35. Therefore, edge histogram descriptor gives 7 × 2 = 14
features per cell.
The last feature/descriptor explored herein is the statistical descriptor (SD)–a relatively simple descriptor that is composed of the local mean, standard deviation, kurtosis, and L2 -Norm, and the difference between the local values and their
corresponding global value. Here, “local” refers to each cell of the cell-structured configuration. We discuss this feature in
more detail in the iECO paper11 . In the next subsection, we discuss learned features and their role in the current article.

4.2 Learned features
Price et al. put forth the improved Evolutionary COnstructed (iECO) feature descriptor framework (referred to hereafter
as simply iECO) for FLIR-based EHD. The reader can refer to11 for full details, however we compactly summarize that
research here as it is the image information that we desire to fuse in the present article. iECO is a feature learning
algorithm that makes it possible to exploit cues in data that otherwise can elude non-learned (called “hand crafted” by many)
features such as the HOG. Each hand crafted feature is an attempt to forcefully sculpt signal/image information into some
predisposed mathematics that may or may not reveal patterns that a user/system needs for tasks like classification. iECO
is a GA-based learning and (ensemble-based) use of a population of chromosomes that are mathematical compositions
of heterogeneous functions (image processing transformations). The chromosomes are variable length and the goal is to
learn which ones to use and what their parameters are. Advantages of this approach versus other feature learning tools like
convolutional neural networks (CNNs) is that iECO is not a black box and it does not predispose the problem to that of
convolution. In11 , we used 19 different heterogeneous image transformations–varying from a Harris corner detector to a
square root, Hough circle, median blur, rank transform, LoG, mathematical morphology and Shearlet and Gabor spatial
frequency domain filtering. Figure 3 illustrates iECO (not its learning, but application of iECO to a given AOI).

Figure 3. iECO on a FLIR prescreener hit. Learned iECO chromosomes, from three different populations–one for each type of
descriptor–are applied to the input image. Last, descriptors are extracted relative to each transformed image.

In iECO, we extract ECO features relative to different high-level descriptors and cell-structured configurations. Specifically, we use the HOG, soft edge histogram descriptor and the statistical descriptor (SD). A different GA population is
maintained for each descriptor. The reader can refer to11 for specifics on the GA and our diversity promoting methods
employed. Therefore, each descriptor learns different cues about the data and they do not all operate in the same way. In11
we showed that if we try to use one iECO pipeline on another descriptor, performance drops significantly. Herein, our goal
is to explore an effective way to assemble these different and diverse set of descriptors. We do not feel that one or a few
are better than the rest, rather each provides a different piece of the puzzle and therefore is of high interest with respect to
a strategy such as MKL. Fig. 4 illustrates different learned iECO pipelines.

5. FEATURE SPACE FUSION
In this section, we discuss feature-level fusion for iECO chromosomes.

5.1 Multiple kernel
We start by considering a non-linear mapping function φ : x → φ(x) ∈ RDK , where DK is the dimensionality of the
transformed feature vector x. Generally, DK is much higher than the original dimensionality of x. The kernel function κ
can (and does) take many forms, e.g., the radial-basis-function (RBF) κ(x, y) = exp(σkx − yk2 ). Provided a set of n
objects, X, we can build a n × n kernel matrix K = [Kij = κ(xi , xj )]n×n that represents all pairwise dot products of
the feature vectors associated with n objects in the transformed high-dimensional space—the Reproducing Kernel Hilbert
Space (RKHS). There are many uses, engineering-wise and generally speaking mathematically, for kernel theory. One of
the most popular uses of kernel methods is transforming feature vectors such that their new representations, φ(x), improve
some task such as classification or clustering. One example is inducing a new linear separable space for two patterns that
a classifier can exploit.
As the name implies, MK extends kernel theory by allowing us to combine more than one kernel. Some look to MK
due to the fact that it is extremely difficult in practice to identify the “best” kernel and/or set of kernel parameters. Kernel
theory is elegant in the fact that it tells us about the existence of such a desired space, but it does not tell us how to (in

(a) average iECO output
(b) different iECO populations
Figure 4. iECO on FL LWIR. (a) Average iECO output of four chromosomes across 50 different buried targets. Each image is scaled to
[0, 1] for visual display and they are shown in Matlab jetmap color coding, where blue is 0 and red is 1. These images show that diversity
exists across chromosomes and different aspects of targets are learned, e.g., local contrast, orientation specific edge information, etc. (b)
Output of highest fitness chromosones for each descriptor for a single target. These images show that each descriptor prefers a different
iECO pipeline.

practice) find such a solution. However, works focused more on “feature” (kernel) selection are more of a search problem
than a MK problem. MK, and MKL at that, is of greater use if used as follows. Often the target kernel is not know,
i.e., it is not one of our known kernels such as an RBF or dot product kernel or polynomial kernel. In such a case, MKL
can be used to combine (therefore create a new kernel in effect) different “base” (valid Mercer) kernels in the search for
the function (transformation) that we desire (or need). Furthermore, in some scenarios different feature subsets require
different transformations–i.e., one kernel does not “fit all”. In such a case, MKL can be used to transform different features
to achieve our desired outcome. In any respect, we generally start with a set of “base kernels”–i.e., they satisfy all of
Mercer’s conditions and they are therefore positive semi definite (PSD) and symmetric Gram matrices. Herein, we assume
that the kernel K is composed of a weighted combination of pre-computed base kernel matrices, i.e.,
K=

m
X

σk Kk ,

(1)

k=1

where there are m kernels and σk is the weight applied to the kth kernel. The above operation is valid because we can add
and multiply (by scalars greater than 0) Gram matrices and
guarantee a Gram matrix. Specifically, the above falls into the
Pm
category of linear convex sum (LCS) as 0 ≤ σk ≤ 1 and k=1 σk = 1.
Another way to think about MK is in terms of the implicit feature space that it induces. Let φk be the kth non-linear
mapping function. One take on MK is the following,
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where φ1i is the first φ function for the ith feature vector. Note, the ith feature vector can use the entire feature vector xi
or a subset of the features can be used. That is, the result of fusion is nothing more than the concatenation of the different
individual RKHSs. In this respect, one can attempt to interpret the weights as both “importances” as well as feature space
shrinkage. See20 for more discussions, interpretations and examples of MK and MKL techniques. MKL SVM extends the

single kernel support vector machine (SKSVM) optimization by optimizing over the weights σk ,
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0 ≤ αi ≤ C, i = 1, . . . , n; αT y = 0,
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where ∆ is the domain of σ. Note that this is the same problem as SKSVM if the kernel weights are assumed constant21 .

5.2 Multiple kernel learning
Herein, we use the optimization procedure proposed by Xu et al. called MKL group lasso (MKLGL)22 . MKLGL is efficient because it uses a closed form solution for solving the outer minimization in (3). MKLGL works on the premise of
alternating optimizaton and it results in the following two update equations;
2/(1+p)

σk = 
P

fk

m
k=1

2p/(1+p)

fk

1/p , k = 1, . . . , m,

fk = σk2 (α · y)T Kk (α · y),

(4a)
(4b)

where p is the norm on the domain constraint, kσkp = 1, p > 1. The MKLGL training algorithm is summarized in Alg. 1.
Algorithm 1: MKLGL Algorithm22
Data: (xi , yi ) - feature vector and corresponding label pairs, and Kk - kernel matrices
Result: α, σk - MKLGL and classifier solution
Initialize σk = 1/m (uniform initial weight assignment), k = 1, . . . , m
while not converged do
Pm
Solve SKSVM for kernel matrix K = k=1 σk Kk
Update kernel weights using Equations (4)

5.3 Calculation of MK weights from kernel matrices
In addition to exploring MKLGL, we also investigate the following new weight assignment procedure–which to the best
of our knowledge has not been attempted prior. We explore the following for the specific case of two classes. However,
without loss of generality it can be extended to the case of multiple classes. The following weight assignment procedure
is based on the observation that kernels that perform better generally assign higher similarities (their inner product calculations) to examples in their own label set and they generate greater differences (thus lower inner product values) with
respect to data elements in the other class. Alg. 2 formally describes our procedure while Figure 2 illustrates the algorithm.
In Alg. 2, we compute the mean and standard deviation of the submatrix associated with class 1 data (M1 ). We do the
same for class 2 (M2 ) and class 1 to class 2 (M3 ). Next, we measure the Bhattacharya distance between M1 and M3 and
M2 and M3 . That is, we measure the divergence between these two distributions. Thus, how well do our classes produce
similar inner products within each class and in comparison to to the other class. The final weight (σk ) is a measure of the
sum of these Bhattacharya distances divided by their sum plus the standard deviation of those matrices. Thus, we get a
value of 1 in the extreme case when the standard deviations are all approximately 0 and our value drives towards 0 when
the standard deviations become large.
In FLIR-based EHD, targets are registered as anomalies. Specifically, targets show up as ellipses enlongated in the
cross-track direction due in part to the image perspective deformation. These anomalies can and do take a variety of
sizes, e.g., due to factors like what is buried and a particular standoff distance. However, the fact is we are not exploring
a target detection task in which there is a large amount of inner class variation. This is different from something like a

Algorithm 2: MK Weight Assignment Algorithm from Kernel Matrices
Data: (yi ) - feature vector labels and Kk - kernel matrices
Result: σk - kernel weights
for k=1 to m do
Extract submatrix from Kk for (class 1, class 1) data as an unordered set of individual values, M1
Extract submatrix from Kk for (class 2, class 2) data as an unordered set of individual values, M2
Extract submatrix from Kk for (class 1, class 2) data as an unordered set of individual values, M3
%%Extract means and standard deviations (std)
P|M |
µ1 = |M11 | i=11 M1,i %% mean of submatrix M1
q
P|M |
2
τ1 = |M11 | i=11 (M1,i − µ1 ) %% std of submatrix M1
P|M |
µ2 = |M12 | i=11 M2,i %% mean of submatrix M2
q
P|M |
2
τ2 = |M12 | i=12 (M2,i − µ2 ) %% std of submatrix M2
P
|M |
µ3 = |M13 | i=11 M3,i %% mean of submatrix M3
q
P|M |
2
τ3 = |M13 | i=13 (M3,i − µ3 ) %% std of submatrix M3
%%Compute the Bhattacharya distance


τ12 +τ32
(µ1 −µ3 )2
√
b1 = 4 τ 2 +τ 2 + 0.5 ln
( 1 3)
2 τ12 τ32


τ22 +τ32
(µ2 −µ3 )2
b2 = 4 τ 2 +τ 2 + 0.5 ln √ 2 2
( 2 3)
2 τ2 τ3
%%Compute the kernel weight
1 +b2
σk = b1 +b2b+τ
1 +τ2 +τ3
%%Weight normalization
for k=1 to m do
Pm
σk = σk / i=1 σi

human detector, which must deal with variation in the appearance of people, e.g., sizes, shapes, clothing, hair, etc. In
LWIR, we are not observing a direct signature per se–instead we observe an indirect signature at the ground surface (the
anomaly). This complicates matters as a variety of surface level, e.g., ant hills, and heterogeneous things in the earth can
register similar anomaly signatures. For the reasons above, in our data collections we have not observed any evidence that
suggests that multiple clusters exist for buried targets. That is, no evidence has been observed that suggests that we could
extend detection to the case of specific depth or target type. However, clutter and all other non-target information can,
and do, result in different clusters (in feature space). Alg. 2 operates on this assumption–i.e., one cluster for the target
class. We talk about this at the end of the paper, but in future work we will explore a generalization of this algorithm for
the case of multiple clusters per target and non-target class (so it is a more general algorithm versus just applicable to our
EHD problem). Regardless, in the next section we report encouraging preliminary results using the proposed technique to
assemble our iECO features descriptors for FLEHD.

6. EXPERIMENTS AND RESULTS
In this section, experiments are reported using receiver operating characteristic (ROC) curves on data collected from a
U.S. Army test site that contains multiple target and clutter types, burial depths and times of day. Unfortunately, we cannot
disclose specifics regarding where the data was collected or the exact targets and their burial depths. We are only at liberty
to say that the destination is an arid test site and they varied in terms of their burial depth and metal contents, i.e., heavy
metal to devices with low-to-no metal content (e.g., plastic, tire treads, etc.). Three lanes are used in these experiments–
which we denote generically herein as Lane A, Lane B and Lane C. This data set was collected during the morning and

Figure 5. Illustration of the submatrices used in assigning kernel weights (Alg. 2). Displayed kernel matrix is from the well-known heart
scale data set using an RBF with the conventional normalization term of d1 (where d is dimensionality). The heart scale data set was
selected because the submatrix contrasts are easier to make out (visually) versus our EHD prescreener hit set–as targets in the latter
turn out to be much more similar to each other (more difficult classification task). Note, the data elements have been repermuted (their
indices) such that all data elements with class 1 label come first followed by those who have a label of class 2. This makes the contrast
visually apparent in the displayed image (which is color coded according to a jetmap coding, where blue is the smallest value and red
is the largest value) for a human but it is not necessary algorithmically. This is possible because it is computed on training data and the
labels are known (supervised learning). Furthermore, M1 corresponds to the submatrix associated with (class 1,class 1), M2 is for (class
2,class 2) and M3 corresponds to the submatrix associated with (class 1,class 2).

afternoon to account for thermal variations that occur at different times of day. It is important to note that one lane, Lane
C, is the most difficult by far. Also, we use lane-based three fold cross validation herein. That is, Fold-1 is train on Lane
A and Lane B and test on Lane C, Fold-2 is train on Lane B and Lane C and test on Lane A and Fold-3 is train on Lane C
and Lane A and test on Lane B. Table 2 is the summary of the areas (in meters squared), numbers of each targets in each
lane and the makeup of their metal and non-metal distributions relative to burial depth for our data set. Figures 6 through
8 are the three fold test results. Table 3 is the learned weights.
Table 2. Data collection summary for each lane.

Lane

Number of Targets

Area (m2 )

A
B
C

44
50
79

3626.9
4212.7
3944.8

Metal
Shallow
21
22
31

Metal
Deep
3
4
15

Non-Metal
Shallow
11
14
21

Non-Metal
Deep
9
10
12

Figures 6 through 8 tell the following story. First, we see that all kernel methods for iECO features improve our
prescreener ROC curves (reported as yellow dotted line). Second, SKSVM is the lowest performer, followed by MKLGL
and our MK weight assignment is the top performer. We report the mean for each ROC and its maximum and minimum
Table 3. Resultant kernel weights for MKLGL and weight assignment method put forth herein

Technique
MKLGL (Fold-1)
MKLGL (Fold-2)
MKLGL (Fold-3)
MK weights (Fold-1)
MK weights (Fold-2)
MK weights (Fold-3)

Chromosome 1 (HOG)
0.9877
0.9759
0.0050
0.2640
0.2658
0.2600

Chromosome 2 (EHD)
0.0009
0.0008
0.9608
0.2715
0.2636
0.2566

Chromosome 3 (SD)
0.0000
0.0000
0.0000
0.2810
0.2923
0.2839

Prescreener score
0.0114
0.0233
0.0341
0.1835
0.1782
0.1995

(a) SKSVM (blue) versus MK (red and dashed line)
(b) MKLGL (green) versus MK (red and dashed line)
Figure 6. ROC curves for prescreener (dashed yellow line) and iECO features at a fixed standoff distance in FL-LWIR for lane-based
cross validation Fold-1.

(a) SKSVM (blue) versus MK (red and dashed line)
(b) MKLGL (green) versus MK (red and dashed line)
Figure 7. ROC curves for prescreener (dashed yellow line) and iECO features at a fixed standoff distance in FL-LWIR for lane-based
cross validation Fold-2.

(a) SKSVM (blue) versus MK (red)
(b) MKLGL (green) versus MK (red)
Figure 8. ROC curves for prescreener (dashed yellow line) and iECO features at a fixed standoff distance in FL-LWIR for lane-based
cross validation Fold-3.

bounds for the different runs with respect to each lane. In particular, we see that MKLGL is close to our weight assignment
for Fold-1 and Fold-2, but not necessarily Fold-3. MKLGL has over trained and fails to generalize as well to our test data
(in comparison to our weight assignment procedure).
Furthermore, Table 3 says that MKLGL and our weight assignment method result in different weightings. MKLGL
prefers chromosome group 1 (HOG) or chromosome group 2 (edge histogram descriptor), not the SD and some weighting
is placed on the prescreener score. However, as mentioned above, it can be a “dangerous” (difficult) endeavor to try to
equate weights with kernel “importance”–as weights act both like an importance value and also a feature space weighting.
However, what is interesting to note is that our MK weight assignment procedure appears to put similar “weightings” on
all three descriptors, each of which appears to put higher values on the SD (which was not the case in the SD), and higher
values are assigned to the prescreener score. While the weights are hard to assess outright, they are of utility relatively–e.g.,
MKLGL to MK manual weight assignment. We should also note that we tried our weight assignment method and then ran
MKLGL using those weights. MKLGL still converged to the same solution. Our thought was that if we seeded MKLGL
with our solution that it may converge to another, possibly slightly better, solution. However, this was not the case. We
should also note that we used, for the results shown above, uniform initial weight assignment for MKLGL.
In the above, we report the “overall best” strategy discovered. That is, we tried a number of iECO descriptor assemblage
options. For example, we computed a kernel per individual chromosome and pre-screener value, resulting in 31 kernels.
However, while there were subtle variations in the resultant weights, performance was approximately the same as our one
kernel per iECO descriptor. In the spirit of Occam’s razor, we went with the “simplest solution”. In this case, it was per
iECO descriptor as that is the fewest number of kernels that worked and it is the simplest (computationally and memorywise) to implement. We also tried multiple kernels, e.g., dot product and polynomial kernels, however our particular EHD
task worked best for RBFs. This is not to say that this strategy will work for everyone in all circumstances, it simply
means that our particular problem operates best for the proposed solution. It is of great benefit for different researchers to
explore different combinations of MKLGL and MK weight assignment for different numbers and types of kernels applied
to different feature groupings.

7. CONCLUSION AND FUTURE WORK
In this article, we explored how fusion can be used to advance our previously established iECO image descriptor framework. Each iECO individual (chromosome) encodes a unique composition of different low-level image transformations
in the context of a high-level image descriptor. Specifically, we investigated the role of MK for “feature-level” fusion of

iECO chromosomes in the context of FL-EHD. We utilized MKLGL and put forth a new method for determining the kernel
weights based on the “quality” of the different kernel matrices (a measure based on the divergence of the contrasts of these
different submatrices and their standard deviations on training data). We conducted a number of different experiments
and reported promising performance improvement using both MKLGL-based SVM and MKSVM over SKSVM with our
weight assignment technique, the latter performing the best overall–in terms of generalizability of results with respect to
lane-based three fold cross validation.
In future work, we will continue to explore different ways to fuse the iECO chromosomes. We will specifically explore
different ways to measure the “quality” of each chromosome for weight assignment. We will also investigate more robust
methods to calculate the divergence within and between the sub-kernel regions with respect to factors like multiple clusters
per class, possibly using a technique such as iVAT23 (and related CLODD), and more advanced distances such as the earth
movers distance (EMD) versus the Bhattacharya distance assuming a single Gaussian with a mean and standard deviation.
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