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ABSTRACT  

Explosive hazards, above and below ground, are a serious threat to civilians and soldiers. In an attempt to mitigate these 
threats, different forms of explosive hazard detection (EHD) exist; e.g., multi-sensor hand-held platforms, downward 
looking and forward looking vehicle mounted platforms, etc. Robust detection of these threats resides in the processing 
and fusion of different data from multiple sensing modalities, e.g., radar, infrared, electromagnetic induction (EMI), etc.  
Herein, we focus on a new energy-based prescreener in hand-held ground penetrating radar (GPR). First, we Curvelet 
filter B-scan signal data using either Reverse-Reconstruction followed by Enhancement (RRE) or selectivity with respect 
to wedge information in the Curvelet transform. Next, we aggregate the result of a bank of matched filters and run a size 
contrast filter with Bhattacharyya distance. Alarms are then combined using weighted mean shift clustering. Results are 
demonstrated in the context of receiver operating characteristics (ROC) curve performance on data from a U. S. Army 
test site that contains multiple target and clutter types, burial depths and times of the day.  
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1. INTRODUCTION  
The introduction of explosive hazards into warfare has greatly facilitated the injuring or killing of both soldiers and 

civilians alike. Even after a conflict has concluded, many hazards remain undetected and represent a great danger to the 
population. New sensors, algorithms and systems are needed to help detect and remove these threats. Explosive hazard 
detection (EHD) technologies comes in many forms. An early and well-known technique for EHD is the so-called “metal 
detector”, which can be used to detect metal in the ground. However, one limitation with this form of detection is that 
explosive threats that contain low amounts of metal may go undetected. Increasing the sensitivity of the device does not 
necessarily counteract this, as the number of false alarms would likely dramatically increase1. To increase the robustness 
of detection, many different combinations of sensing methods are being explored, such as infrared (IR)2,3,4, ground-
penetrating radar (GPR)4,5,6,7,8,9, electromagnetic induction (EMI)9, and hyperspectral imaging (HSI)10. The two 
predominant approaches to date for detecting explosives is vehicle-mounted detectors1,4 and hand-held detectors2. This 
paper focuses on analyzing GPR data from hand-held sensors. 

Hand-held sensors can be easily carried by a single user due to their light weight. This allows an operator to cover a 
specific area of interest. One drawback of traditional hand-held sensors that do not use precise positioning information is 
the sweeping speed and the sensor-to-ground distance is controlled by the operator, which leads to inconsistencies in the 
sensor data. Due to the risk involved to the operator, the sensor’s detection rate would have to be a 100% probability of 
detection. However, hand-held platforms allow for a great deal of flexibility. For example, vehicle-mounted sensors are 
restricted to areas with limited number of obstacles, giving little room for off-road scanning. In contrast, the operator of a 
hand-held EHD sensor can scan specific areas of interest regardless of terrain and cover more ground.   

Herein, we put forth two new methods for denoising and enhancing target returns from GPR data. We explore these 
algorithms in the context of an experimental hand held demonstrator (EHHD) platform provided by the U.S. Army Night 
Vision and Sensors Directorate (NVESD) Science and Technology Division. The EHHD is a research platform that 
includes GPR, EMI and precise positioning sensors (the latter separating the prior from existing work predominantly). The 
two methods that we explore herein are Reverse Reconstruction (RRE) and Wedge Selection (WS). These techniques make 
use of the Curvelet transform to address challenges in GPR such as; ground return, noise and contrast of targets in the 
signal. Last, we put forth a new prescreener that works on the denoised returns. Our prescreener consists of an aggregation 
of matched filters, size contrast filtering and clustering for linking hits. 
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This paper is organized as follows. Section 2 is a brief background of GPR and the EHHD platform. Section 3 is a 
description of the two Curvelet filtering algorithms. Section 4 is the prescreener and Section 5 compares the two algorithms 
and discusses results in the context of receiver operating characteristic (ROC) curve performance. Section 6 is conclusions 
and future work. 

 

2. BRIEF GPR BACKGROUND AND NVESD EHHD PLATFORM 
In this section, basic but important concepts in GPR are reviewed for buried EHD. This section is not intended to be 

comprehensive. However, the notation and terminology is important with respect to understanding the current article and 
algorithms put forth. It is also important that the reader knows enough details about the NVESD EHHD platform to put 
the article in context. We stress that this is a multi-sensor development platform. As such, we describe the state-of-the-art 
of our work at this moment in time. At different places in the current article we elaborate on possible future work and other 
strategies that might be of use as well and rationalize our design choices with respect to either long term project goals, the 
current EHHD platform, and/or existing experiments. 

A GPR system must be able to accomplish a number of tasks, such as: detect metal and plastic hazards, detect anti-
tank (AT) and anti-personnel (AP) hazards, work in different soils, obtain a satisfactory positive detection rate (PDR) 
relative to a specified false alarm rate (FAR), detect hazards at varying depths, work in different environments and 
environmental conditions, operate a given number of days per week and hours per day, be simple to use, etc. As the reader 
can see, EHD is not trivial. In general, a GPR system works by transmitting electromagnetic (EM) waves into the ground 
and it samples the backscattered echoes, which occur as a response to electrical parameter contrasts in the air and ground. 
GPR is ideal as it detects echoes from relative permittivity, relative permeability and conductivity. In theory, this enables 
GPR to locate both metal and non-metal hazards, provided there is adequate contrast with the surrounding soil. 

In this article, we focus on a hand held GPR system that utilizes a single transmitter (Tx antenna) and one or more 
receivers (Rx antennas). The NVESD EHHD platform is equipped with precise positioning, meaning we know the location 
and altitude of each GPR sample. While this allows us to improve the processing of our GPR signal data, it also allows us 
to fuse GPR with other technologies, such as an EMI sensor. As we, the community, have learned time and time again in 
forward-looking, downward-looking and hand-held EHD, no single sensor solves all problems across all contexts. Instead, 
multi-source (e.g., sensor, spectrum, feature or algorithm) processing and fusion can give rise to more robust solutions that 
have higher probability of detection (PD) and/or lower FAR. Often, sources are fused in an attempt to raise PD, meaning 
adding a source enables the detection of targets that we could not identify otherwise. However, as often is the case, adding 
sources instead is targeted at achieving the same PD but doing it at a lower FAR.  

At time step t, our GPR system records a location, e.g., Easting and Northing coordinates in a system such as Universal 
Transverse Mercator (UTM), and altitude. The GPR system also records a sample (signal). This signal is referred to herein 
as an A-Scan. For a GPR system pointed at the ground, samples represent time/depth. As multiple A-Scans are collected 
in a sweep, we can put them together and form a B-scan (Figure 1). Without precise positioning, the variable rate at which 
a user sweeps the ground results in a variable resolution/sampled B-scan. This complicates a number of things such as the 
appearance of targets and our ability to extract features and detect them. Herein, we use precise positioning to resample a 
signal to some near constant sample rate, e.g., every 1cm on the ground. If an area of interest (AOI) is swept multiple 
times in different ways, i.e., directions or patterns, a subject of research in itself, then we get multiple B-scans and can use 
precise positioning to construct a dense or sparse C-scan. In this article, we restrict our analysis to the processing of just 
B-scans. In part, this is due to the nature of a hand-held system and the NVESD EHHD data that we have access to at the 
moment. In the future, we plan to explore the construction of dense and sparsely sampled C-scans and see if shape or other 
contextual features improve PD and/or reduce FAR. For example, in 15, Luke and Anderson showed a method to visualize 
GPR C-scans for FAR reduction for a vehicle-mounted GPR system.  

As the reader can clearly see in Figure 1, targets in GPR have a characteristic hyperbolic shape. Reflections on a point 
scatter below the surface have this shape profile due to the beamwidth of the transmitting and receiving antennas and to 
the geometries of the GPR moving across a fixed target.  This concept is also seen in other radar systems such as synthetic 
aperture radar. Herein, we exploit this hyperbolic shape to detect buried explosive hazards. However, one could also look 
to synthetic aperture radar (SAR) processing to correct (hyperbolic defocus) the GPR returns.  

 



 
 

 
 

                
(a) A-Scan                                                                        (b) B-Scan 

Figure 1:  Example (a) A-Scan and (b) GPR B-Scan (energy) for a deeply buried target. Note, B-scan was clamped into [-300,300] for 
visual display. Otherwise, the magnitude of air-to-ground dominates the signal and makes identification of target very difficult. 

       

Before discussing our new algorithms, it is important to note that while GPR is a very promising technology, it is not 
without flaw. Range resolution is “the ability to distinguish between two targets solely by the measurement of their ranges 
(distance from the radar); usually expressed in terms of the minimum distance by which two targets of equal strength at 
some azimuth and elevation angles must be spaced to be separately distinguishable” (IEEE Std 686-1990). Range 
resolution also varies with respect to factors like permittivity of the ground and things like dry or wet soil. Range resolution 
is also based on the specifics of the frequencies we operate at and the size and profile of targets we wish to detect. We also 
are forced to deal with the air-to-ground in an A-Scan. The majority of energy in our return is typically at and/or around 
the air-to-ground location. This complicates the processing of an A-Scan as the target is typically orders of magnitude 
smaller than the air-to-ground signal content. It also complicates our detection of surface or extremely shallowly buried 
targets. We also are forced to deal with the characteristics of the transmission and antenna receivers. There is also the high-
level design considerations of a GPR system, such as impulse versus stepped frequency GPR. The point of this paragraph 
is to stress the fact that GPR is a very promising technology, however it is not a solved problem. 

 

3. CURVELET FILTERING 
It is our hypothesis that Curvelet filtering can be used to aid in the detection of explosive hazards by denoising and 

enhancing the GPR signatures.  Herein, we use the Matlab Curvelet toolbox, CurveLab11,12. This software was developed 
by the creators of the transform, Candes et al., as an extension to wavelets, in order to solve many of the limitations that 
occur in the traditional wavelet transform. The needle-shaped elements of this transform at varying lengths and positions 
make it easy to represent discontinuities along curves with a sparse number of representations12,13,14.  Unlike wavelets, 
Curvelets are anisotropic and occur at all dyadic lengths. Due to these properties, the Curvelet transform has been used for 
denoising, reconstruction, and edge detection.  Due to the property of representing discontinuities, Curvelets are used 
herein to denoise the GPR data by removing most of the ground return and enhance the signature of the target.  

The Curvelet coefficients for a given signal are split into frequency bands called scales. The first scale of the Curvelet 
transform contains all of the low frequencies of the signal and has no directionality. The subsequent scales are further 
separated into wedges that represent the directionality of the Curvelet. The GPR signatures consist of a ground and target 
return. The return of the target has a curved or hyperbolic shape. Curves in an image are represented by discontinuities 
along the curve. In wavelets, these discontinuities affect all scales and wedges. Curvelets can represent these discontinuities 
with a sparse number of representations with these curves only affecting some scales and wedges.  

The ground return in the signature is of great magnitude and dwarfs the signature of the target. This can be clearly 
seen in Figure 2 and Figure 1a. Figure 2a is the input image that is in represented in Figure 1. Figure 2b is the log of the 
Curvelet coefficients for the image in Figure 2a.  In this figure, the low frequency coefficients (the first scale) is stored at 
the center of the display. The four strips forming a ring represent a scale with each strip corresponding to one of the four 
cardinal points. The strips are further subdivided into angular panels (wedges) containing coefficients whose orientation 

Air-to-ground transition 
A

m
pl

itu
de

 

Sample/depth 

Sa
m

pl
e/

de
pt

h 

A-Scans (Sweep) 

target 

target 



 
 

 
 

is specified by the panel. The largest Curvelet coefficients are located on the vertical axis. These coefficients, which are 
highlighted in the figure, are the horizontal image lines. In order to denoise and enhance the target signature, the ground 
return must be removed. While there are many different ways Curvelets can remove the ground return, two specific 
methods were used in this approach: Reverse Reconstruction and Enhancement (RRE) and Wedge Selection (WS). 

 

 
      (a) Original Image                   (b) Log of Curvelet Coefficients 
 

Figure 2:  Curvelet coefficients for a given B-Scan.(a) Image used to calculate coefficients. (b) A log plot of the Curvelet coefficients 
at different scales. The coefficients are highlighted in the dotted red rectangular boxes. 

 
3.1 Reverse Reconstruction and Enhancement (RRE) 

The RRE method draws its inspiration from a reconstruction method proposed by Candes18. This method uses hard 
thresholding to denoise an image corrupted by additive Gaussian noise by retaining a percentage the Curvelet coefficients 
above some threshold. Herein, the RRE method removes a percentage of the high coefficients, targeting the ground return, 
and enhances the target signature by removing the first scale or the low frequency coefficients by setting them to zero and 
retaining the higher frequency coefficients or edges. Figure 3 shows the diagram of the RRE method.  

The raw B-Scan data is segmented into smaller sub B-Scans called chips. The chips are then padded to create a square 
image. This step is necessary in order to use the Curvelet transform in CurveLab. Otherwise, the size of our B-Scans are 
too much for the CurveLab to handle in one step. The B-Scan is then thresholded to be within a particular range (clipping 
or saturation). The value was chosen herein based on varying the threshold and visually examining imagery being careful 
about not removing shallow targets. This was done for one data set but the value selected has worked well across other 
datasets that we have processed. In the future we will explore if this value can be determined ahead of time or dynamically 
by identifying the ground return and picking our value relative to that amount. If a dynamic strategy is used, then care 
must be given to maintain consistency across chips. The threshold we picked was tested on twenty targets. This 
thresholding is an important step because it makes the target signatures “visible”. Specifically, it puts our target signals 
more “to scale” with the ground return (versus something like 100:1). The forward Curvelet transform of the image is then 
taken to produce the coefficients. These coefficients can be real or imaginary and are represented in a structure 
C{s}{w}(k1,k2), where C is the coefficients, s is the frequency scale, w is the wedge and k1 and k2 are the spatial locations. 
All of the coefficients are sorted and a cutoff value is calculated based on a percentage of the coefficients to be removed. 
The coefficients that are higher than the cutoff value are set to zero. The target is then enhanced by removing all coefficients 
from C{1}{1}, which contains all of the low frequency coefficients. This RRE filter is formally described in Algorithm 1.  

The RRE filtering has provided satisfactory results, which we show in the experiments section. However, one possible 
shortcoming is we have to specify or learn the clipping value. We have found a value that works particularly well for our 
data sets and plan to explore new ways to calculate it on the fly if needed. However, we like the RRE technique because 
in effect it does all three steps we feel are important for B-Scan processing; (1) it outright addresses the ground return in a 
more-or-less abstract way that does not assume a flat ground or constant standoff distance of the sensor to the ground, and 
it (2) denoises and (3) enhances our B-Scans.    
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Figure 3:  Flow diagram for the proposed RRE filtering method. Raw image is passed in, clipping is applied, Curvelet transform is 

used, followed by RRE, then the inverse Curvelet transform is applied to recover the B-Scan and then the prescreener is applied. The 
last step shown is the confidence of the prescreener at each A-Scan location in UTM coordinates (jetmap color coding, where red is 

higher confidence and blue is lower confidence). 

 
 

Algorithm 1: Reverse Reconstruction and Enhancement (RRE) Filtering 
Input: x - image chip 
Output: y – RRE denoised and enhanced image chip 
Threshold (i.e., perform clipping on) x 
Pad image x with zeros so it is a square image 
C = forward Curvelet transform of padded chip x 
percentage = percentage of coefficients to remove 
for number of scales in C 
 for number of wedges in C{scale} 
  Create a vector of the magnitudes of all coefficients in wedge 
 end 
end 
Sort vector from largest to smallest 
e = (percentage) * (number of coefficients) 
cutoff value = the coefficient at e 
for number of scales in C 

for number of wedges in C{scale} 
if C{scale}{wedge} > cutoff value 

C{scale}{wedge} = 0 
end 

end 
end 
C{1}{1} = 0 
y = inverse Curvelet transform of C 
Remove padding on y 



 
 

 
 

 

 

3.2 Wedge Selection (WS) 

Curvelet information occurs at all scales, orientations, and locations. The WS approach takes advantage of the 
directionality of the Curvelet coefficients, as opposed to removing the highest coefficients in the RRE. The orientation of 
the Curvelet is determined by the wedges in each scale. As shown in Figure 2b, the highest Curvelet coefficients are 
typically located in the wedges that are associate with the “horizontal components” of the image. This happens because 
either the ground is flat or more specifically the device is being held at a constant standoff distance to the ground (e.g., in 
the case of a hill). To address the ground return, all of the coefficients that correspond to a “zero” or “ninety-degree angle” 
and their complements can be removed. The diagram for WS is shown in Figure 4.   

 

 
Figure 4:  Flow diagram for wedge selection method. Raw image is passed in, clipping is once again applied, Curvelet transform is 
used, followed by wedge selection, then the inverse Curvelet transform is applied to recover the B-Scan and then the prescreener is 
applied. The last step shown is the confidence of the prescreener at each A-Scan location in UTM coordinates (jetmap color coding, 

where red is higher confidence and blue is lower confidence). 

 

Similar to RRE, the raw image chip is padded to create a square image, is thresholded, then the Curvelet transform is 
computed. To remove the horizontal and vertical Curvelet components, the number of wedges that determine a 90 degree 
shift are calculated (Algorithm 2). The calculation for the number of wedges per 90 degrees is done via 

훼 =  
휔

360° ∗ 90°, 

where 휔 is the number of wedges of a given scale. The first wedge of every scale was estimated to be at about a 45 degree 
angle as shown in Figure 5. This 45 degree component actually falls between the first and last wedge of each scale. The 
horizontal wedge component or 0 degree can be found by taking half of α. Due to this component falling between two 
wedges, this wedge and the subsequent wedge are removed. The wedge calculation is then incremented for all 90 degrees.  
This results in a total of 8 wedges being removed per scale. For instance in Figure 6, this scale has 16 wedges. The wedges 
highlighted in gray would be removed using this algorithm. 

 

 

 

 



 
 

 
 

 

 

Algorithm 2: Wedge Selection (WS) Filter 
Input: x - image chip 
Output: y – wedge selection denoised image chip 
Threshold (i.e., perform clipping on) x 
Pad image x with zeros so it is a square image 
C = forward Curvelet transform of padded chip x 
for scales = 2: number of scales in C-1 
 Calculate  
 for wedge = /2:  : total number of wedges in C{scale}-1 
  C{scale}{wedge} = 0 

C{scale}{wedge +1} = 0 
 end 
end 
y = inverse Curvelet transform of C 
Remove padding from y 

 

 
a) Curvelet: Spatial Viewpoint                      (b) Curvelet: Spatial Frequency Viewpoint 

Figure 5:  Example of a Curvelet at scale 4 and wedge 1 in the (a) spatial and (b) spatial frequency domain. The first angle is 
approximately 45 degrees. 

 

 
Figure 6:  An example of the wedges calculated for removal (highlighted). 
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An advantage of this algorithm is it exploits wedge knowledge. If known, then we can rather abstractly identify the 
needed parameters (wedges) without resorting to training data. For example, if the sensor remains at a fixed distance off 
the ground, or if a ground alignment is used, then we can likely identify and remove most of the ground return more-or-
less and at the same time denoise the B-Scan. However, a shortcoming of this algorithm is it needs to know wedge 
information (double edged sword). In future work, we will explore ways of using precise positioning information (or other 
sensor information), ground alignment, and/or ground location information to adjust what wedges are needed.   

4. PRESCREENER 
In this section, we discuss a new prescreener that automatically identifies targets in Curvelet filtered B-Scan data. The 

idea behind a prescreener is somewhat intuitive. In the worst case scenario, we must brute force and search across all 
scales, rotations, and translations. If advanced theories (features, classifiers, etc.) are being employed, then resources 
(memory, computational time, etc.) can result in a non-real time solution. A prescreener identifies fewer locations that we 
need to investigate using more advanced techniques. However, a prescreener has to be able to identify all targets (relative 
to the capabilities of a given platform). Whatever is missed by the prescreener goes undetected by the system. Typically, 
the problem with a prescreener is its FAR. Figure 7 shows the structure of the proposed GPR prescreener.  

 

 
Figure 7:  Flow diagram of our GPR Curvelet filtered B-Scan prescreener.  

 

4.1  Channel Selection and Spatial B-Scan Resampling  

As already stated, our HHED platform is not a fixed technology, it is a research tool. We are constantly experimenting 
and learning from different Tx and Rx antennas, impulse versus stepped frequency designs, sweeping methods, etc. This 
means that for a given data collection we could have one or more Rx antennas present. The first step in our prescreener is 
the selection of a single channel (Rx antenna) to process. In this respect, we support a single Rx antenna design. If multiple 
Rx antennas are present, then we run the prescreener separately on each channel and we union their hit lists. The logic is 
as follows. Different Rx antennas are located at different physical locations and have different views (angles) of the ground. 
The main reason why we process and combine (union) the hits from multiple antennas is because one antenna might get a 
better look at a target versus another. At the moment, we do not do linking between hits in the different channels, i.e., hit 
i in channel 1 is hit j in channel 2. In the future we will explore different algorithms for hit linking and methods (aggregation 
operators, e.g., maximum or more intelligent fusions strategies) to calculate a resultant linked hit score. 

For each Rx antenna, precise positioning information is used to resample the A-Scans. Otherwise, targets will “look” 
different based on the sweep specifics (pattern and speed). Herein, we resample the relatively dense stream of A-Scan data 
such that there is approximately 1cm separation between A-Scan samples (which is less than the sample rate of sweeps on 
our collection platform). Specifically, we start with one sample and discard A-Scans until we are 1cm or more in distance 
away. However, we do note that in future work it will likely be important to explore interpolation techniques between 
samples to ensure a more consist sample spacing based on the particulars of a hand-held unit and how it is used in the field. 
Furthermore, it will also be interesting to explore the benefits of multiple sweeps over a region and the re-selection of a B-
Scan, multiple B-Scans, or a C-Scan to process, or when there is a high confidence, alert the user to sweep more slowly.     



 
 

 
 

4.2 Ground Location Identification, Haircut, Realignment and Curvelet Filtering 

After B-Scans are spatially resampled, we identify the ground location in each A-Scan. While one could use a wealth 
of other range-based sensors to help identify the ground, we focus on how far we can go using just GPR. A number of 
techniques have been used to find the ground return. Examples include, maximum signal value (i.e., ground location is the 
bin/index that has maximum magnitude return for a particular A-Scan), minimum A-Scan value, first max after the min, 
correlation, etc. We are not aware of a clear winner; i.e., method that works in all scenarios. In our experiments and research 
group, we have observed that different algorithms perform differently based on what ground location identification and 
removal strategy is selected. At the moment, we use minimum A-Scan location to identify the ground location.  

Once the ground has been located, we “haircut” it. A haircut is a term that refers to the identification of the ground 
surface location and removal of a specified number of samples below that location and all data above it. Obviously, 
haircutting the data is not perfect. The downfall of doing a haircut is an inability to typically detect targets on or directly 
under the surface. The benefit of a haircut is the signal has values more “to scale”. That is, the ratio of target return 
(magnitude) to other values is closer than the 100:1 or other large ratio in the raw A-Scan data. While our prescreener 
performs a haircut, in future work we plan to engage in a different algorithms or fusion with another sensor to detect 
surface or extremely shallow buried targets.  

After the haircut operation, done separately for each A-Scan, one has the option to realign the processed A-Scans such 
that the ground is at index 0 (first bin/index). Herein, we have explored doing ground alignment and no alignment and our 
algorithms have performed the best (but not by much) on the prior. However, this is not a definitive statement as more data 
needs to be collected across more lanes and conditions to support which strategy is ultimately better. Our fear is that 
realigning the data attempts to force the ground to be flat, which is obviously not the case all of the time in reality.       

 

4.3 Bank of Matched Filters 

Our prescreener uses a “bank” (i.e., a set) of matched filters to identify the target hyperbolic signal features in our 
resampled B-Scans. At the moment, our bank includes just three filters. We selected the filters from a separate data set 
(collection) than our test data to avoid resubstitution. A matched filter is nothing more than an example (template) target 
B-Scan ROI that is used in conjunction with correlation for detection. The output of each filter is a processed B-Scan. At 
the moment, we simply sum these filters to produce a single matched filtered B-Scan. In future work, we plan to explore 
the use of dictionary learning (or other related methods) to acquire a more sophisticated and exhaustive bank of matched 
filters and we will explore more intelligent fusion methods (aggregation operators) for combining different filtered B-Scan 
signals. Figure 8 illustrates the concepts just discussed.    

 

4.4 Size Contrast Filtering 

Applying the bank of matched filters helps with highlighting regions where the underlying signal looks like a target. 
The matched filter is also nice because as the target signal degrades in quality, so does the detection strength but in value 
proportional to the degradation. Meaning, instead of simply calling something a target or non-target, we get a real-valued 
number that is a match strength between the template and underlying B-Scan ROI. David Marr, a famous neuroscientist 
and pioneer in computer vision, has a Principle of Graceful Degradation. We selected the matched filter due to its ability 
to gracefully degrade with the signal, versus fall apart when our signal starts to diverge from what is expected. The next 
question we must face is how do we identify keypoints or hit locations from the matched filter output? Herein, we subject 
our summation of matched filter B-Scans to a size contrast filter (SCF). A SCF is simply a filter that has an inner and outer 
region, which in general do not overlap and potentially have a buffer region between the two regions. Figure 9 illustrates 
the SCF. We simply slide (convolve) these inner and outer windows across the image and at each location the mean and 
standard deviation (thus, assuming a Normal distribution) are calculated and are fed to the Bhattacharyya distance metric 
to determine the divergence between the statistics in each region. Figure 10 shows the output of the SCF. Note, in Figure 
10(a) the matched filter compacted our hyperbolic features. However, in Figure 10(b) the SCF further highlights our ROIs 
by enforcing the criteria that in general we desire to have adequate contrast between the target and its surroundings.  



 
 

 
 

 
 (a) Synthetic hyperbolic signature example 

 
 (b) Result of correlation of (a) with itself 

 

 
(c) Filter 1 in our bank 

 
(d) Filter 2 in our bank 

 
(e) Filter 3 in our bank 

 

Figure 8:  Examples of B-Scan matched filtering. All signals have been scaled from min value to max value per image for visual 
display purposes. (a) is a simple binary example and (b) shows the result of correlation of (a) with itself. The reader can see that the 

maximum correlation value occurs when the signal is perfectly aligned with itself. (c), (d) and (e) are three example filters in our 
bank. In general, these filters represent variation in the bright-dark and dark-bright behavior and discontinuities in the signal.     

 

 

 
Figure 9:  Example of a size contrast filter. Red is inner halo and blue is outer halo. Filter is slid across the image and a result is 

calculated at each location in the B-Scan.  

 

Outer halo 

Inner halo 



 
 

 
 

 
 

(a) Output of aggregation of matched filters. 

 
 

(b) Output of the SCF 

Figure 10:  (a) input from aggregation of bank of matched filters and (b) the result of size contrast filtering. Note, each image has 
been scaled linearly between min and max value for visual display purposes. The vertical bar in (a) is the location of a shallow target. 

The other two detections are the same target as observed from greater distances due to the collection sweep pattern. 

 

4.5 B-Scan Reduction, Peak Identification and Clustering 

The SCF results in another B-Scan. The next step in our prescreener is the reduction of all SCF values per A-Scan location 
to determine if there is a possible target or not at each sampled location. Herein, we sum the SCF filter results per A-Scan 
(see Figure 11). In future work, we plan to explore other aggregations like soft max. 

 

         
 

               (a) Visualization of sum of SCF values for an entire run              (b) Display of sum of SCF values for a small portion of run  

Figure 11:  Display of the sum of SCF values per A-Scan location.  
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After the SCF values are summed per A-Scan, we smooth, with a Gaussian, the resultant 1-D signal and identify all 
extrema. A minimum threshold value is used to remove A-Scans with too low of a value to truly be considered a target. 
Next, we pass this set of candidate hits to a clustering (aka linking) algorithm. Herein, we use the weighted mean shift 
algorithm. The result, shown in Figure 12, is a fewer number of candidate hits. Clustering helps with combining multiple 
detections on a target, but more so it helps with combining and reducing a systems FAR.     

 

 
Figure 12:  Result of extreme detection and clustering hits for a single run. There were 20 targets in this lane, some relatively 

easy to detect and others near impossible at the moment for our GPR system. Black boxes indicate a 0.5 meter halo for the targets and 
red circles are prescreener hits, where their confidence is shown with respect to circle radius size.    

 

5. EXPERIMENTS AND RESULTS 
Due to the nature and sensitivity of EHD, we not at liberty to discuss full specifics related to the HHED platform nor 

specific targets, depths and soils. What we can say is that our hand-held data sets provided by NVESD contain variation 
in the time of day, months, lanes, locations, target types and soils. Our targets have different amounts of metal content, 
which we can discuss with respect to high metal, low metal, and nonmetal. The targets and respective emplaced clutter are 
located at different burial depths, which we refer to as shallow, medium, and deep herein. Figures 13-18 show the results 
for our different Curvelet filtered algorithms and associated prescreener. 

 

       
                                     (a)  Example denoising using RRE                             (b) Example denoising using WS 

Figure 13:  Denoised results of Figure 1 with respect to RRE and WS. Note, no haircut algorithm is applied. 



 
 

 
 

Upon inspection, both algorithms show very promising results with some slight differences. Figure 13 is a qualitative 
comparison. Visually, WS appears to make the target signature brighter than the target signature of RRE. The lines around 
the target are smoothed as well with this method. However, the anomalies associated with the ground return do not seem 
to be as prominent with RRE. In general, we have observed this behavior across the data sets we have analyzed. Note, 
there are still responses at the air-to-ground and soil regions above the target -- which could be due to a number of factors, 
e.g., due to disturbance of the soil when burying the target and the mixing of soils, their compactness, moisture, etc. We 
have Curvelet returns in these locations because there are energies with characteristics related to the curved information 
we are seeking for our targets. The big question at the end of the day is how much, if any, do these enhancements effect 
our features, algorithms, etc. Much of these enhancements do not look like a target signature and have little-to-no overall 
impact. The ROC curve performance calculated for 12 lanes of data are shown in Figure 14 and Figure 15. 

 

 
                                                      (a) RRE                                                                                    (b) WS 

Figure 14: Results of RRE and WS using thresholding (clipping). Scoring halo of 0.25m. 

 
                                                      (a) RRE                                                                                      (b) WS 

Figure 15: Results of RRE and WS without thresholding (clipping). Scoring halo of 0.25m. 

 

In Figures 14 and 15, the ROC scoring includes all targets, metal and nonmetal, and clutter. The targets were further 
classified as “easy”, “medium”, or “hard”, respectively, by a human (using Curvelet enhanced imagery). It was determined 
that approximately 67% of the targets are easy, 18% are medium, and 15% are hard. However, we do comment that some, 
e.g., 5% or so, of these labels in each category are a subject of debate. Meaning, one individual might call them easy while 
another might say medium. The individual that labeled these chips, a tedious job, was a rather optimistic individual. This 



 
 

 
 

means that 67% could easily be low 60% (and so forth for medium and hard). The point is, such a labeling is obviously a 
fuzzy process and inter- and intra-class errors are likely. In addition, the labeling was based on the ability of an individual 
to see something in the raw or Curvelet enhanced imagery. The individual also did not label with respect to a particular 
false alarm rate. The reason why we provide these numbers here is to give the reader a feel for how close the system comes 
to a human looking at this data and some context when trying to analyze about trends in the ROCs.  

Figure 14 shows the RRE and WS ROCs, respectively, for thresholding (clipping). From these ROCs, the RRE method 
is able to detect almost 60% of the targets fairly easily, whereas the WS detects approximately 30%.  However, for targets 
that are medium-to-hard to detect, both algorithms perform approximately the same, each detecting about 70% with a FAR 
of 0.5. One question that needed to be answered was whether the thresholding of the data needed to be conducted. Figure 
15 shows the output ROCs of the RRE and WS filters, respectively, when thresholding is not used. The difference between 
thresholding and no thresholding is more apparent between Figure 14(a) and Figure 15(a). The resulting ROCs are lower 
than the ROCs with thresholding.  

 In order to determine how the buried clutter affects the performance of the prescreener, clutter was excluded from the 
scoring for RRE and WS (Figure 16). Both algorithms, on 12 runs, seemed to perform slightly better, but the difference 
was not significant. More experiments will be needed to draw any more substantial conclusions.  

 

 
                                                      (a) RRE                                                                                    (b) WS 

Figure 16:  Results of RRE and WS excluding clutter. Scoring halo of 0.25m 

  

The burial depth of targets obviously has an impact on the prescreener’s performance.  Figures 17 and 18 show the 
output ROCs for targets that were buried shallow, medium, and deep, respectively. For both algorithms, the PDR increases 
as target depth increases with both algorithms reaching 100% PD at a FAR score of 0.5 for deeply buried. The change in 
detection between shallow and deep buried targets could be due to ground return removal, as shallow targets are close to 
the surface. This difference could also be attributed to factors like the particular targets at different depths and their metallic 
content (AP versus AT targets). 



 
 

 
 

 
                                           (a) Shallow targets only                                                        (b) Medium targets only 

 
(c) Deep targets only 

Figure 17:  RRE for (a) shallow targets, (b) medium targets, and (c) deep targets. Scoring halo of 0.25m 

 
    (a) Shallow targets only                                                        (b) Medium targets only 



 
 

 
 

 
(c) Deep targets only 

Figure 18:  WS for (a) shallow targets, (b) medium targets, and (c) deep targets. Scoring halo of 0.25m 

 

6. SUMMARY AND FUTURE WORK 
In this article, we discussed denoising and enhancement of a target signature in GPR data using two methods based 

on Curvelet filtering. The RRE method denoises the signal by directly removing a percentage of the highest coefficients. 
The WS method denoises the signal by removing the wedges that correspond to the horizontal and vertical components of 
the image.  Both methods showed promising results in the denoising of the GPR data. For easy to detect targets, RRE 
performed better than WS. However, for medium to hard targets, both methods perform approximately the same.  

 
In future work, we plan to address a number of things. First, we will look into computational speedups of the Curvelet 

filtering for a real-time system. We will also look into procedures, human or data-driven, for learning or robustly picking 
system parameters across a larger set of data collections (environments, environmental conditions, target types, soils, etc.). 
In addition, our goal is to now look for advanced spatial and frequency features and classifiers to decrease the FAR for a 
given PDR. We are also exploring the fusion of an EMI sensor and different ways to process the radar signals and better 
use the precise positioning information to produce and process improved A-Scan, B-Scan and even C-Scan signal data. 
Finally, we plan to fuse Curvelet-based prescreener data with our other prescreeners to reduce the systems FAR. 
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