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Abstract— It is widely accepted that feature extraction is
quite possibly the most critical step in computer vision. Typically, feature extraction is performed using a method such as
the histogram of oriented gradients. In recent years, a shift has
occurred from human to machine learned features, e.g., convolutional neural networks (CNNs) and Evolution-COnstructed
(ECO) features. An advantage of our improved ECO (iECO)
framework is it optimizes features on a per-descriptor basis.
Herein, iECO is extended in order to represent a richer class
of features, namely arithmetic combinations and compositions
of iECOs. This extension, called Genetic prOgramming Optimal
Feature Descriptor (GOOFeD) is based on genetic programming
(GP). Three experiments are performed on data from a U.S.
Army test site that contains multiple target and clutter types,
burial depths, and times of day for automatic buried explosive
hazard detection. The first two experiments focus on GOOFeD
initialization and parameter selection. The last experiment
demonstrates that GOOFeD is superior to iECO in terms of
the fitness of evolved individuals.

Index terms - genetic programming, image processing,
computer vision, feature learning
I. I NTRODUCTION

F

EATURE extraction is known to be one, if not the most,
important factor in obtaining high accuracy performance
in image/signal processing and computer vision. Therefore, it
has received much attention and it is an active research area.
Applications are abundant, e.g., image search and retrieval
[1], [2]; object identification [3], [4], [5]; and surveillance
[6], [7], [8], to name a few. The conventional approach is to
pre-process imagery, extract features then classify. It is trivial
to recognize that a system’s classification potential is directly
dependent on the quality of features it is provided. Without
good features a classifier is doomed to fail, regardless of
how sophisticated the classifier algorithm is. In this paper,
we focus on feature learning from imagery with an emphasis
on object detection and recognition.
Many low-level features exist in the form of “descriptors”.
Descriptors summarize what is hopefully discriminative information, e.g., texture, shape, color, in a region of interest.
For example, the histogram of oriented gradients (HOG) [9],
[10] is a widely used descriptor that summarizes gradient
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magnitude and orientation information into a histogram. The
underlying feature is the gradient, whereas the descriptor
is the summarization of gradients into a histogram (which
makes it more robust). There are countless other descriptors,
e.g., histograms of local binary patterns (LBPs) [11], the
edge histogram descriptor [12], [13], etc. The point it,
great manual (human) effort has been allocated towards the
identification of features and their summarization.
In the last decade, focus has shifted from “human derived”
features to machine learned features. This is not a revolutionary idea, numerous works over the years have learned
some if not all of a feature. However, recent advances in
computing hardware (e.g., graphical processor units, high
performance computing, etc.) have injected a new life into
old ideas and spawned new ones. Current state-of-the-art
methods used for feature learning include deep learning (DL)
[14] and improved Evolution-COnstructed (iECO) features
[15], [3]. A famous example of DL is the convolutional
neural network (CNN). CNNs are motivated by the human
visual system and the general consensus is the deeper the
network the greater the ability to model more complex visual
and semantic information. A key component of CNNs is convolution and operators such as pooling, rectified linear units,
and ultimately multi-layer perceptron (MLP) classification.
Recent advancements in DL include highway networks [16]
and residual networks [17] for efficiently training very deep
DLs. The reader can also refer to unsupervised and more
general DL methods like autoencoders [18] and deep belief
networks (DBNs) [19].
Whereas most DL is married to artificial neural networks
(ANNs), it is not the sole owner of feature learning. For
example, ECO and iECO employ a genetic algorithm (GA)
to find (versus gradient decent in a CNN) a composition
of heterogeneous transforms (versus a composition of homogeneous convolutions in a CNN). Specifically, iECO is
comprised of three steps. Step one is the learning of a composition of filters in the context of different feature descriptors.
Step two is the fusion of these learned descriptors. Step three
is classification. In comparison, a CNN is typically two parts,
one part filter and feature learning and one part classification
(e.g., MLP). However, in general a CNN is a black box
whereas iECO results in an explicit solution that can be
studied and possibly reverse engineered and explained–which
facilitates further analysis and domain knowledge transfer.
To date, iECO has been used successfully for tasks like
object detection in remote sensing [6] and explosive hazard
detection [3], [20], [21].

In this article, iECO is extended and coined Genetic
prOgramming Optimal Feature Descriptor (GOOFeD). A
genetic program (GP) [22] is used to endow iECO with
a greater representational potential. Currently, iECO does
not always sufficiently address imagery with “parts” unless
one of the filters, or a combination (namely composition)
of filters, allows us to. Alternatively, fusion can fill this gap
if iECO is able to learn the parts. At the moment, iECO
and fusion are two separate (not jointly optimized) processes
[20], [21]. The goal here is to build in a mechanism, i.e.,
GOOFeD, to ensure that more complicated patterns are,
versus could be, learned. By using a GP, we can obtain an
improved structure that is an arithmetic combination and/or
composition of iECOs, which in return enables us to solve the
parts dilemma. Figure (1) is a simple but illustrative example
of an image with a “V” pattern. Assume that we only provide
iECO with a Shearlet filter [23]. Each iECO solution (shear)
can only model at most one half of this pattern. However, a
GP can tackle this as a combination (addition) of two iECOs.
(a) Original

(b) Shear 7

(c) Shear 9

(d) Shear 7 “+” 9

Fig. 1. (a) synthetic input image, (b) output of iECO one (the 7th Shearlet
filter), (c) output of iECO two (the 9th Shearlet filter), and (d) GOOFeD
arithmetic combination (addition) of iECO (a) and (b).

The remainder of this paper is organized as follows. In
Sections III and IV, our methodology is detailed. Experiments are discussed and results are reported in Section V.
Last, conclusion and future work is discussed in Section VI.
II. P REVIOUS W ORK : I ECO F RAMEWORK
Discussion on iECO In [3], iECO was introduced and later
fused via multiple kernel learning (MKL) [20], [21], [24] and
support vector machine (SVM) classification. The iECO algorithm automatically learns a composition of heterogeneous
image transformations, versus just convolution in CNNs. A
key component of iECO is learning relative to a specific
descriptor. This makes sense because different descriptors
(aka ways of looking at the world) require different filters

(ways to condition and emphasize relevant information). A
GA is used to optimize iECO. Chromosomes in the GA are
variable length and each gene is a image transform (with
associated parameters). In regard to the current article, but
without loss of generality, we use the transforms in Table I.
Relative to descriptor fk , the jth individual encodes the transform xj = fk (Tnj ((...T2 (T1 (I, φ1 ), φ2 )...), φnj )), where I
is the input, Te (•, φe ) is the eth transform (with parameter set
φe ) and nj is the number of genes. In [3] we put forth a new
constraint driven GA, coined diversity promoting constraints,
to maintain a diverse population throughout learning and to
search more of the solution space. This also results in more
succinct (fewer number of genes) solutions, which leads to
great reduction in computation (as each gene is an image
transform). Table II is the notation used hereafter.
TABLE I
I MAGE TRANSFORMS AVAILABLE TO THE GA

Gene ID

Image Transform

|φ|

0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19

Harris Corner Detector
Gradient
Square Root
Gaussian Blur
Hough Circle
Median Blur
Canny
Rank Transform
Log
Sobel
Difference of Gaussian
Erode
Dilate
Contrast Limited Adaptive Histogram Equalization
Distance Transform
Histogram Equalization
Laplacian Edge
Maximally Stable Extremal Regions
Shearlets
Gabor

1
1
0
1
1
1
0
0
0
0
2
1
1
4
0
0
1
6
3
7

TABLE II
L IST OF NOTATION

T
Ti
φi
N
τ
xj
pc
pm
pE
f
Fj

Ordered set of image transforms
Single image transform i
Parameters for image transform i
Population size
GP termination criteria
Individual j
Crossover probability
Mutation probability
Elitism probability
Feature descriptor
Fitness for individual j

III. G ENETIC P ROGRAMMING
GP details and implementation In a GP, individuals are
trees that encode a “program”; e.g., a computer program, signal/image processing filter, mathematical formula, etc. Like a

GA, a GP has the same high-level mechanics, i.e., selection,
crossover, mutation and a fitness function. The GP tree is
made up of elements called terminals (T) and functions (F)
[25]. From common tree-structure nomenclature, the terminal
set is the yield of a tree and the function set are operator
nodes. The terminal set are typically variables (e.g., inputs) or
constants, and the function set is composed of operators (e.g.,
{+, −, ∗, ÷, sin, cos, . . . }). Figure (2) shows three different
possible GPs relative to the variable set {X, Y, Z} and above
arithmetic operators.
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Fig. 2. Illustration of three possible GPs. Yellow is the functional set
(operators) and green is the terminal set (variables).

Basics of crossover and mutation for GP The reader can
refer to [26] for further details regarding GP selection,
crossover and mutation. In selection, candidate solutions
are randomly picked, typically based on their fitness (e.g.,
roulette wheel) and elitism is often employed (mechanism
to ensure that best solutions are passed onto the next
generation). Mutation promotes exploration and it works
by selecting a tree node and altering it and/or its subtree
(e.g., change the operator, prune, expand, etc.). Crossover
(illustrated in Figure (3)) is more of an exploitation versus
exploration operation and it works by taking two parents and
an offspring is produced relative to the selection of a node
in tree one and a node in tree two.
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IV. GOOF E D: I ECO MEETS GP
Introduction In this section, we propose a flexible and
mathematically rich GP extension to iECO called GOOFeD.
As already discussed, iECO cannot ensure that parts-based
patterns can be modeled. Whereas ECO/iECO embraces a
heterogeneous set of operators (image processing transformations), instead of just convolution in a CNN, GOOFeD takes
it a step further and moves us from a space of compositions
of heterogeneous image transforms to a space of arithmetic
combinations and/or compositions of heterogeneous transforms. One obvious advantage is the ability to now represent
patterns with one or more parts in a single individual.
GOOFeD vs iECO (how GOOFeD improved iECO) Extending iECO to GOOFeD is natural and more-or-less
straightforward (with respect to a GP). We need only specify
the terminal set (our input image), non-terminal set (operators in Table I), fitness function, and heuristics associated
with mutation and crossover. For beginners, it is trivial to
show that GOOFeD subsumes iECO. Any iECO solution
can clearly be represented and learned as a unary tree. In
Figure (4), we show a simple tree that is the combination
of two iECO solutions. This allows GOOFeD to naturally
represent such problems without having to rely on it naturally
occurring via the set of specified transforms or data fusion
post iECO. While simple in concept, this has a large impact
on image processing.
Combining
iECO
individuals
through binary
operation

+

Median
Blur

Dilate

Erode

CLAHE

Gaussian
Blur

Input
Image

+

X

Z

iECO individual 2
Fig. 3.

Example of the crossover operation in GP.
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A GP is not without flaw. GPs can find rich and complicated solutions. By default, there is no mechanism to help
promote simple solutions (generally smaller trees). A wellknown problem in learning is the bias-variance dilemma.
If we are not careful, a GP can find complex trees that
are overfit to the training data and achieve near or perfect
accuracy on training data but fail to generalize well to new
data. A number of works have appeared to date with respect
to learning quality low complexity GPs [27],[28].

iECO individual 1

Fig. 4.

GOOFeD provides a way to combine and learn iECO individuals.

Swap mutation only is used herein. This operator randomly
picks a node of any type (function or terminal) and replaces it
with a randomly selected node of the same type. Therefore

the resultant mutated individual’s tree is the same size as
it was pre-mutation. Herein a rate of pm = 10% is used.
We use a higher than normal probability because we believe
having greater diversity within the population leads to greater
exploration of the solution space. Additionally, a larger
mutation rate can be afforded since elitism is employed–we
keep the top 20% of the population–guaranteeing that the
best individuals will continue to influence future generations.
Crossover is performed such that only one offspring is
produced for each set of parents. Parents are selected using
roulette wheel selection (RWS), which gives individuals with
higher fitnesses higher probabilities of being selected. Nodes
are randomly selected from each parent and the subtree of
parent 1 is replaced with the subtree from parent 2. As in
[3], the fitness score is computed as
tp ∗ 500 tn ∗ 500
+
,
(1)
F =
tp + fn
tn + fp
where tp , tn , fp , and fn is the number of true positives, true
negatives, false positives, and false negatives, respectively.
Hence, the fitness score will be a value in the range [0, 1000],
with higher values being better.
As already noted, crossover in a GP is naturally susceptible
to growing large trees, a phenomenon called bloating. When
a solution becomes bloated it is possible that the result is
overfit and not generalizable. For example, consider that a
terminal node of a tree with depth 4 is selected to crossover
with a subtree that also has a depth of 4. The child now
has a depth of 7. Whereas the two individual trees were
not relatively large, their combination is larger and after a
few iteration large trees can result (depths greater than one
hundred after a mere six iterations). Herein, we use grow
and shrink crossover probabilities, pc,g and pc,s respectively.
Algorithm 1 is a summary of GOOFeD crossover.
Algorithm 1 GOOFeD crossover operator
1: Input pc,g ∈ [0, 1].
. Thus pc,s = 1 − pc,g
2: for t=1 to N do
. Population size
3:
Randomly select two parents, xj and xk .
4:
Randomly select a node (subtree) from xj , i.e., nr .
5:
r = random number in [0, 1].
6:
if r ≤ pc,g then
. Attempt to grow
7:
Identify a set of nodes, nset , in xk that will cause
xj to grow with respect to subtree nr .
8:
Randomly select a node from nset , i.e., ng .
9:
else
. Attempt to shrink
10:
Find a set of nodes, nset , in xk that will cause
xj to shrink with respect to subtree nr ;
11:
Randomly select a node from nset , i.e., ng .
12:
end if
13:
Perform crossover with respect to ng and nr .
14: end for

primarily come from the OpenCV library [29], with a few
simpler transforms written by us (e.g., square root and
log). The focus of this article is learning GOOFeD feature
descriptors, not fusion. Without loss of generality, we restrict
our scope to a single descriptor, the HOG (implemented using
the VLFeat library [30]). Our prior feature and decision level
MKL-SVM classifiers can be used, like before [20], [21], to
fuse GOOFeD versus iECO feature descriptors.
The data set is thermal imagery for explosive hazard detection (EHD) in humanitarian demining. These threats result
in countless injuries and deaths for soldiers and civilians.
More details about the problem domain and sensors can be
found in [20], [21]. In terms of image processing, our data
set is a collection of single channel spatial domain imagery
of fixed size. GOOFeD is a supervised learning algorithm.
As such, our data has been partitioned into training, held
back and test data. Three GOOFeD experiments are reported.
The first experiment explores the impact of initial tree depth
and Experiment 2 focuses on the impact of grow/shrink
crossover probabilities. The third experiment analyzes the
fitness of GOOFeD feature descriptors versus our previously
identified iECO feature descriptors. These experiments were
selected for the following reason. The first experiment relates
to initialization, the second relates to our primary parameters
in crossover and the last demonstrates what was found and
how effective these solutions are.
A. Experiment 1: Initialization of GOOFeD
Experiment 1 is exploration of the impact of initial tree
depth. Initialization is a key aspect of evolutionary algorithms
and thus its impact on GOOFeD should be investigated.
Three different depths are used; 3, 8 and 15. In order
to focus on just initialization, we let the probability of
growing/shrinking in crossover be equal. As a result, we are
just as likely to grow larger as smaller solutions. Since there
is no depth enforcement mechanism in place, all solutions
have the potential to grow larger than their initial depths.

V. E XPERIMENTS
GOOFeD was implemented herein using Visual Studio and
C/C++. The image transforms made available to GOOFeD

Fig. 5.

Average fitness for varying initial tree depth sizes.

Fig. 6.

Maximum fitness per generation with respect to initial tree depth.

Fig. 7. Average fitness for trees with an initial depth of three and varying
grow/shrink probabilities. pG denotes the probability of growth percentage.

Figure (5) is the mean fitness at each generation relative
to the three depths studied. From this, we see indications of
healthy exploration in the population as the mean fitness is
constantly fluctuating. We also see that the population as a
whole is never able to go beyond 60% − 70%–which can be
explained by the known complexity of this data set (sensor,
targets, their emplacements and environmental conditions).
In addition, we see that the mean fitness decreases with
respect to tree depth. Figure (6) shows the maximum fitness
at each generation. We see that population’s that started
with shallower tree depths achieved the best performance.
One possible explanation for this is it may be easier for
GOOFeD to grow more complex solutions as needed to
increase performance than it is to shrink deep solutions. Last,
as might be expected, deeper trees likely lead to overfitting.
B. Experiment 2: GOOFeD Parameters
The second experiment focuses on the proposed probabilistic crossover strategy for tree growing/shrinking. Four
grow/shrink probabilities are used, denoted by [pc,g , pc,s ];
[0.2, 0.8], [0.4, 0.6], [0.6, 0.4], [0.8, 0.2]. In all instances, the
initial tree depth of the population was set to three (what
we discovered in Experiment 1). The mean and maximum
fitness scores are reported in Figure (7) and (8).
Figure (7) is not definitive evidence that suggests one
mechanism is better than another. Experiment 1 showed
us that shallower trees were preferred, relative to equal
grow/shrink probabilities. Experiment 2 shows us that, relative to an initial tree depth of three, that increasing or
decreasing the growth probability does not have a drastic
impact on the average fitness. Figure (8) is the maximum
fitness. Whereas lowering (or raising) the shrink probability
does not significantly impact the average fitness, we see that
in general we seem to find better solutions faster.
C. Experiment 3: GOOFeD versus iECO
Last, we compare the overall fitness score achieved by
GOOFeD to that of our previous work, iECO. Based on the

Fig. 8. Maximum fitness for trees with an initial depth of three and varying
grow/shrink probabilities. pG denotes the probability of growth percentage.

findings from the previous two experiments, the following
GOOFeD parameters are used with the initial population
depth being 3; τ = 200 iterations, N = 30, pc = 100%, pm
= 10%, pE = 20%, pc,g = 20% and pc,s = 80%.
Previously, the maximum fitness achieved for the HOG descriptor by iECO was 818–out of a possible 1000. GOOFeD
was able to find multiple solutions better than iECO. Interestingly, one of those solutions (shown in Figure (9)) has a
value of 841 and is a unary chain of image transforms. Thus,
GOOFeD found a solution iECO could have obtained.
Figure (10) shows the best GOOFeD solution obtained,
which has a value of 863. As advertised, GOOFeD can either
learn a pattern with parts or simply a more complicated
pattern that is outside the scope of iECO (composition of
transforms). In this thermal image data set the pattern, which
is more of an anomaly versus a direct target feature, is
thermal scarring at the surface. The pattern manifests itself
in the form of a ellipse due to the perspective viewing of
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Fig. 9. Instance where GOOFeD achieved a fitness score of 841. Note,
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