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Combination of Anomaly Algorithms and Image
Features for Explosive Hazard Detection in
Forward Looking Infrared Imagery
Derek T. Anderson, Member, IEEE, Kevin E. Stone, James M. Keller, Fellow, IEEE, and Christopher J. Spain

Abstract—A novel approach is proposed for combining multiple
anomaly algorithm decisions with image space cell-structured
features in a long wave infrared (LWIR) system in the context of
forward looking (FL) buried explosive hazard detection along a
road. A pre-screener is applied first, which is an ensemble of trainable size-contrast filters with mean shift clustering in Universal
Transverse Mercator (UTM) space. Next, features from image
chips representing anomaly decisions from different algorithms
are extracted from UTM confidence maps based on maximally
stable extremal regions (MSERs) and Gaussian mixture models
(GMMs). Pre-screener hits in UTM space are back-projected
into the video at multiple standoff distances and cell-structured
local binary patterns (LBPs), histogram of gradients (HOGs)
and mean-variance descriptors are extracted. Experiments are
conducted using buried materials with varying metal contents and
depths at a U.S. Army test site. Results are extremely encouraging
for FL imaging and show a significant decrease in the number of
false alarms (FAs). Targets not currently detected by our system
are also not detected by a human under manual visual inspection.
Index Terms—Anomaly detection, data fusion, explosive hazard
detection, forward looking infrared imagery.

I. INTRODUCTION

D

ETECTION and remediation of explosive hazards is an
extremely important goal, as these hazards are responsible for uncountable deaths and injuries to both civilians and
soldiers throughout the world. Systems that detect explosive
hazards include ground-penetrating-radar (GPR) [1]–[11], infrared (IR) cameras [12]–[18] and acoustic technologies [19],
[20]. Our research group investigates and develops a variety of
algorithms for forward looking (FL) vehicle mounted explosive
detection technologies, such as visual spectrum imagery [5],
[16], FL ground penetrating radar (FLGPR) [3]–[5], [8]–[10]
and IR imagery [12]–[17]. The particular focus of this paper is
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Fig. 1. Proposed feature-level and algorithm-level fusion framework. The flow
diagram indicates that the ensemble of trainable size-contrast filters and mean
shift clustering acts as a pre-screener. The other two anomaly detection algorithms (MSER and GMM), features (cell-structured mean-variance, local binary
patterns and histogram of gradients) and UTM algorithm confidence map chip
features are combined to help reduce the false alarm rate (FAR).

the utilization of FLIR, specifically wide field of view (WFOV)
un-cooled (non-polarized) LWIR cameras, for the detection of
buried explosive hazards.
Preliminary versions of some of our approaches described
herein are presented in [12]–[17]. Each detector was tested independently in [13]–[17]. An early attempt at the fusion of the
individual image space algorithms using a stack filter and ordered weighted average (OWA) was put forth in [12]. In this
paper, we extend our earlier work and explore the extraction of
a wealth of new image space descriptors at pre-screener locations. We also present a more advanced method for fusing the
disparate information arising from the individual image space
algorithms as well as image space features. Fig. 1 is the proposed computational framework.
This paper is focused on, but not limited to, discovering
buried explosive materials in FL perspective infrared imagery. Five important general themes exist in this work. First,
we discuss a new way to detect difficult-to-find targets in
FL perspective imagery for a moving platform (specifically
ground-based). Next, multiple different anomaly detection
algorithms are engaged to find different image artifacts at
both the per-image level and across images (temporal change).
Third, we discuss clustering within an image, across images and
across an ensemble of detectors, as well as aggregation operators for combining anomaly decisions across frames. We also
present a method of combining disparate system information,
i.e., multiple anomaly algorithm decisions and state-of-the-art
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cell-structured image-space features for FAR reduction. Lastly,
the topic of finding targets (e.g., buried explosives) in LWIR is
important in the remote sensing area.
The paper is structured around the flow of information depicted in Fig. 1. The first three sections review the image-space
anomaly detection algorithms and their individual temporal aggregations. The next topic is the extraction of cell-structured
image-space features by the back-projection of hits at a standoff
distance. This is followed by an explanation of extracting features from UTM algorithm anomaly decision maps. These disparate information sources are then combined and receiver operating characteristic (ROC) curve analysis is used to demonstrate
the positive detection (PD) rate and false alarm rate (FAR) at
different operating levels.
II. METHODS
A. (Algorithm 1) Ensemble of Trainable Size-Contrast Filters
and Mean Shift Clustering [17]
In Stone et al. [17], we describe an algorithm based on an ensemble of trainable size-contrast filters and weighted mean shift
clustering for the recognition of explosive materials (specifically buried targets). The core assumption made by this method
is that evidence of buried targets appear in the LWIR imagery
according to a known approximate size and that it exhibits high
local image contrast. This approach is not restricted to LWIR

Fig. 2. Illustration of an individual size-contrast detector for identifying buried
explosive materials. The red rectangle is the inner window and the green rectangle is the outer window. The goal is to identify targets according to high
contrast between these regions.

imagery. Fig. 2 illustrates the hypothesis behind this approach
and algorithm 1 is the formal procedure.
The size-contrast detector has inner, red rectangle in Fig. 2,
and outer, green rectangle in Fig. 2, windows. The outer window
encloses the inner window. Again, the guiding principle is to
measure high contrast between the inner and outer windows at
each pixel location. We do not rely on a single detector. Instead,
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TABLE I
ENSEMBLE PARAMETERS LEARNED FOR FOLD 1 FOR EVENING EXPERIMENTS REPORTED IN SECTION IV

TABLE II
LEARNED ENSEMBLE WEIGHTS FOR FOLD 1 FOR EVENING EXPERIMENTS REPORTED IN SECTION IV

an ensemble of detectors is learned. Each individual detector
has seven parameters; Bhattacharyya distance between the two
distributions, the difference between the means, the sizes of the
inner and outer window width and height and a parameter that
determines detector firing. The last parameter is needed to help
detect targets at different times of the day. This is required because of diurnal changes in the IR signature during the course
of the day. For each detector, mean shift clustering [21] is first
used to discover clusters in a single image using UTM coordinates of image space pixel hits. The UTM locations of targets are recorded during data collection. We use the covariance
matrix adaptation evolutionary strategy (CMAES) [22] method
to register IR image sequences to UTM coordinates [17]. We
use the Epanechnikov kernel and run mean shift starting from
every hit location. After all images are collected and processed,
mean shift is applied once again across the set of images for
a single detector to discover clusters in a forward multi-look
(multi-frame) context. The mean shift algorithm has two parameters, the radius for the circular window and the minimum
number of points in the window around each peak to keep a
peak.
In total, there are eleven parameters per detector. We use a
genetic algorithm (GA) [17] to learn the system parameters according to different tradeoffs. In particular, nineteen detectors
are trained at different desired detection rates (0.05 to 0.95 in
incremental steps of 0.05). At each detection rate, the goal is
to minimize the FAR while meeting or exceeding the detection
rate. A higher detection rate than the desired detection rate is
only favored if it results in equal or lesser FAR. The perfor-

Fig. 3. Mean shift clustering at each frame for each individual detector, mean
shift clustering across frames for each detector and weighted mean shift clustering across frames and detectors.

mance of this method as a standalone detector is presented in
[17].
In [17], we also introduced a weighted mean shift algorithm
to cluster hits across detectors. The weights are learned using
CMAES. The confidence value assigned to the th hit,
, is
the sum of the individual detector weights for all hits (across
detectors) that reside within a radius, , of the th hit (cluster
center). Fig. 3 illustrates the proposed ensemble framework.
Experiments, results and lessons learned from this ensemble
approach are in [17]. However, for sake of completeness we
briefly discuss what was learned by the ensemble in this work.
Tables I and II report the learned ensemble parameters (11 of
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them) and weights (for the 19 detectors) for the first fold for
evening experiments discussed later in Section IV.
The inner window sizes learned (Table I width and height
columns) are skinny in the image height (i.e., down-track) direction
. However, the outer window sizes learned
(the padding values pad_width and pad_height in Table I) vary
and are much larger. The value dtype is 0 for unrestricted (does
not matter whether the inner window mean is larger or smaller
than the outer window), 1 for inner window mean must be
smaller than the mean of the outer window (e.g., morning) and
2 restricts the detector to cases where the inner windows mean
is larger than the outer window (e.g., afternoon). If identical
filters are learned, then in the weighted mean shift step all
but one of these are ignored (they are assigned a weight of
zero and ignored during the learning process). It happens quite
often that up to some detection rate the FAR is zero, so all of
the filters with desired detection rates below that level end up
being duplicates since our fitness function prefers higher PD
if FAR is not compromised. The values hres, rmins, hrt and
rmint indicate the radius and minimum number of points with
respect to mean shift for a detector at each image and across
images. On a final note, bdis_thresh and mdis_thresh stand for
Bhattacharyya and mean distance thresholds.
B. (Algorithm 2) Gaussian Mixture Model-Based Anomaly
Detection [15]
In Spain et al. [15], we detail an image space algorithm based
on the concept of detecting local recent change (anomalies) in
a road, specifically down track, while a vehicle is in motion.

Our method is based on Stauffer and Grimson’s Gaussian mixture model (GMM) algorithm [23]. The GMM is a low-level
computer vision tool from the video surveillance domain for
change detection. Typically, GMMs are used when a camera
and its viewing parameters remain fixed. A background model is
learned for a scene, foreground regions are subsequently found
and the model is iteratively updated. Our approach is to think of
the problem in a slightly different regard. That is, even though
the vehicle is moving, the camera is regarded as fixed and the
road as moving. In this respect, a temporal road model is learned
and updated. Anomalies represent recent local change in a road
in the down track direction. While our ensemble of trainable
size-contrast filters require training data in order to learn the various system parameters, an advantage of the GMM approach is
that it does not require any training. That is, the system is built
and adapted online while the vehicle is moving. In this respect,
the model adapts for what will most likely be a changing dynamic environment. Additionally, the GMM is not restricted to
LWIR. Fig. 4 illustrates this approach and algorithm 2 is the
formal description.
In algorithm 2, each pixel in the standoff region mask is modeled as a mixture of Gaussians. The conventional Stauffer and
Grimson linear interpolation update rules and criteria for adding
a new model are used at each frame to adapt the system [23].
Pixels in a new image are declared as foreground (anomaly) if
they are not within 2.5 standard deviations of one of the background mixtures. Stauffer and Grimson’s approach produces
binary results (foreground or background). Instead, we calculate a real value in [0,1] per pixel, equation
from
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Fig. 5. Segmentation of co-variant stable connected components of expected
approximate size in LWIR using maximally stable extremal regions (MSER).
Targets are circled.

Fig. 4. Gaussian mixture models for anomaly detection (local recent change) in
a road in the down track direction while a ground vehicle is in motion. Anomaly
evidence from each frame is projected into a discrete UTM space and aggregated
across frames (i.e., multi-look at targets).

algorithm 2, which represents the evidence that a new observation is of type foreground (i.e., anomaly).
Algorithm 2, specifically the GMM component, operates at
the individual image level. That is, the goal of the GMM is
the calculation of pixel foreground (anomaly) confidences, i.e.,
. The next step is the temporal fusion of the per-frame
and per-pixel decisions. The
values are mapped into
UTM space and a maximum operator is used for each UTM
map location in order to aggregate the multiple per-frame decisions [15], [17]. In [15] additional processing of the UTM
map is performed and we report results for using the GMM as a
stand-alone detector. In this work, features are instead extracted
from the resulting UTM map based on pre-screener (algorithm
1) hit locations.

C. (Algorithm 3) Maximally Stable Extremal Region-Based
Anomaly Detection [12]
The final image space anomaly detection algorithm explored
does not assume a target shape. It, like the other two algorithms
discussed, is not restricted to LWIR. The motivating idea behind
the MSER approach is to search for buried explosive hazards in
LWIR by looking for spatially coherent connected regions of
expected approximate size using the maximally stable extremal
regions (MSER) segmentation algorithm [12], [24], [25]. The
MSER algorithm extracts a number of co-variant stable connected components from a image. Fig. 5 shows segments extracted using this method and algorithm 3 is the formal algorithm description.
While MSERs are not required here to have a particular
shape, e.g., elliptical in the cross track direction due to FL
perspective imaging, we do require that they exist within an
expected approximate target size range. A crisp size range is
used in terms of number of pixels in each MSER (cardinality
of the MSER pixel set). MSERs that survive this size test are
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where
is the LBP code, is the window center value
(for the pixel that the LBP is being calculated with respect to),
is the value of the th neighbor and function
is

Fig. 6. Illustration of a 3 3 cell structured LBP descriptor. LBP features are
calculated per pixel in the cell structured window. For a uniform 2, rotation
LBP there are 10 codes. Thus, a 3 3 (non-overlapping) coninvariant,
.
catenated cell structured LBP descriptor is of length

projected, i.e., every pixel in a MSER, into the UTM map. The
result in an integer-valued UTM confidence map indicating
the number of times that a particular UTM map location was
associated with a MSER across the image set. Each UTM map
pixel is first checked to make sure that it has been observed in
at least frames. The map is normalized by , which denotes
a desired number of multi-look frames for a target.

D. Cell-Structured Image Space Descriptors
In this section, we depart from image space anomaly detection algorithms and image feature extraction is discussed. The
utility of two state-of-the-art texture features and a contrast feature is explored. Specifically, weighted mean shift cluster centers (pre-screener hits) are subject to a second round of classification based on image features. The reason for this second stage
of classification is further reduction of the FAR.
The first step is the back-projection of weighted mean shift
cluster centers from UTM to image space. However, a UTM
coordinate corresponds to pixels in multiple frames. We select
a single frame for which the back-projected hit is closest to a
fixed standoff distance. This is done to simplify multi-look and
more importantly minimize the impact of scale on formulating
the image descriptors and, subsequently, classification of the hit
as target or non-target.
For each back-projected pre-screener hit, a cell-structured
local binary pattern (LBP) histogram is constructed [26]. Fig. 6
shows the concept of cell-structured LBP descriptors.
The LBP is a texture feature. It was initially proposed by
Ojala et al. [26]. This feature has been widely used in object detection and recognition tasks [27], including human face recognition [28]. An advantage of the LBP feature is that it is robust
to monotonic gray level changes. It is also computationally efficient when calculated from an integral image (i.e., integral LBP
and integral LBP histogram images). The LBP is calculated at
each pixel according to

Ojala extended the LBP for neighborhoods of different
shapes and sizes. The circular (radius ) neighborhood version,
, includes bilinearly interpolating values at non-integer
coordinates. Ojala also observed that there is a limited number
of transitions or discontinuities in the circular presentation of
3 3 texture patterns and that these uniform patterns,
,
are fundamental properties of local image texture, meaning that
they provide a vast majority of all patterns: 90% for
type LBP and 70% for
. The calculation of
is a constraint on the number of allowed 0–1 transitions (i.e.,
‘01’ and ‘10’ and no more than ) [26]. For example, the
pattern 00010010 is a non-uniform pattern for
, while
it is a uniform pattern for
. Once the
image is
computed, a histogram of LBPs for window
is generated
by

where
is the
bin of histogram
number of patterns for a given (e.g., 59 for a
binary function is

,
is the
of 2), and the

The cell structured version involves
by
non-overlapping windows centered on a pixel (3 3 cell structure example in
Fig. 6). The final cell structured descriptor is the concatenation
of the
(so 9 for Fig. 6) 1-D LBP histograms. Ordering
is generally not important, but consistency in the order is necessary. LBP histograms are generally scaled in order to make
them comparable across different size windows. The normalization performed here is

Many distance formulas exist for measuring divergence between two histograms, e.g., histogram intersection, log-likelihood statistic, chi square statistic, Bhattacharyya distance, etc.
The next texture feature explored is the Edelman [29] histogram of gradients (HOG) descriptor. Due to the widespread
popularity and massive number of publications that this descriptor appears in, the procedure is only briefly summarized
here. Full detailed references include [29]–[31]. The HOG
is a low-level image descriptor well-known for its inclusion
in the scale invariant feature transform (SIFT) [30]. As the
name implies, the HOG describes a distribution of gradients
in a window. The HOG is generally calculated on a grayscale
image. However, in [31] it was extended to the color domain.
For a given image rectangular sub-region at some scale the

ANDERSON et al.: COMBINATION OF ANOMALY ALGORITHMS AND IMAGE FEATURES FOR EXPLOSIVE HAZARD DETECTION

319

Fig. 7. Illustration of a 4 4 cell structured histogram of gradients (HOG)
descriptor. Gradients (center image) are extracted from the grayscale image
window (left image) and are used to create 16 8-bin histograms (right image),
resulting in a concatenated descriptor of total length 128.

HOG is constructed (e.g., a histogram of length 9). The gradient
direction, , determines the histogram bin and the magnitude,
, is the amount added to the bin. As with
the LBP, the cell structured HOG is a concatenated descriptor
of individual HOGs for
by
non-overlapping windows
centered on a pixel. Fig. 7 illustrates the HOG extraction.
The third image space descriptor is the relative brightness
of cells. The mean,
, and standard deviation,
, is first
calculated for the entire cell structured region, denoted as
.
Pixels in
are subsequently normalized by

Each cell (for a
by
configuration) in
is described
according to two values, its resulting mean and standard deviation based on the normalized window .
The LBP, HOG and MS (mean and standard deviation cellstructured descriptor) are empirically selected in this work as
7 7 and non-overlapping. Specifically, image feature standoff
distances of both 5 and 10 meters and window size of 245 245
pixels are used, making each cell 35 35 pixels in size. Multiple
cell-structured profiles were explored. The 7 7 profile was determined to have the best overall receiver operating characteristic (ROC) curve performance during training. The parameter
varied in the ROC curve analysis is . This parameter is the operating level, which is determined for a desired PD rate relative
to a given false alarm rate (FAR). In total, for each pre-screener
hit, for a cell structured configuration of size 7 7 (non-overlapping) bins, standoff distances of 5 and 10 meters, UTM anomaly
algorithm decision confidence map features (described in the
next section) and ensemble of trainable size-contrast detector
confidence, we have a feature vector of size 2061.
E. Feature Extraction From UTM Algorithm Anomaly
Decision Maps
In this section, an anomaly evidence feature is extracted from
algorithms 2 and 3 in UTM map space relative to pre-screener
hit locations. First, image chips,
and
, are retrieved from the MSER and GMM UTM maps for each prescreener hit. Each chip is of size
, where and are odd
numbers. We extract 2 2 meter chips for a map with meter resolution 0.05 0.05, resulting in image chips of (odd) size 41 41.
Example chips are shown in Fig. 8.
Anomaly evidence is extracted from
and
based on the location of the pre-screener hit and the expected ap-

Fig. 8. Example MSER and GMM UTM map image chips. {(a), (d)}, {(b), (e)}
and {(c), (f)} are corresponding chips from the GMM and MSER.

proximate size and general shape of targets. Specifically, focus
is placed on the center of an image chip, i.e., the pre-screener
hit location, and Gaussian distributions are specified in both
Easting and Northing according to the desired approximate
shape and general size of targets. The feature extracted from
is

where

Intuitively, this feature accumulates evidence by placing the
most importance on locations centered on the pre-screener hit
and it distributes importance based on the expected approximate
shape and general size of targets. Respectively, the feature extracted from
is

Both values
and
. The mean and standard deviations used here are
and
. Sigma was selected by looking at the image chips and the known target shapes
and sizes.
III. CLASSIFICATION USING ALGORITHM DECISION-LEVEL
AND FEATURE-LEVEL INFORMATION
In [12], a few of the system components discussed in this
paper were fused. Specifically, 1) we explored the inclusion
of an additional image space algorithm based on corner detection, LBPs, multiple instance learning with K-nearest neighbors
and mean shift clustering [13]; 2) we built a measure of correspondence between the corner approach and the pre-screener
(algorithm 1); 3) we utilized a stack filter [12] to produce a
pre-screener value that resides in [0,1] so it may be fused with
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the other system components; 4) we produced a binary MSER
UTM map and extracted different UTM map features from both
the MSER and GMM; and 5) we aggregated all the system information using an ordered weighted average (OWA). In addition,
in [12] we produced a binary MSER map and extracted different
features.
In this paper, we make a number of improvements to our
prior proposed approaches. Specifically, 1) we soften the
MSER so that it now produces a [0,1] confidence; 2) we extract
a different feature from the MSER and GMM UTM confidence
maps; 3) we extract a wealth of different cell-structured image
space descriptors relative to pre-screener hit locations; and
4) we explore the use of a more sophisticated information
aggregation tool, namely the support vector machine (SVM)
with the radial basis function (RBF) kernel as opposed to an
OWA, to combine this diverse collection of algorithm and
image space information. Algorithm 4 is the proposed new
fusion framework. It should be noted that the algorithms put
forth in this paper are not causal. However, they can be made
causal by repeatedly applying the asserted algorithms for a
small number of frames (thus for a specified standoff distance).
IV. EXPERIMENTS AND RESULTS
The data used in this paper comes from a data collection at an
arid U.S. Army test site. The platform used is the U.S. Army’s
Night Vision and Electronic Sensors Directorate (NVESD)
EO/IR testbed. The EO/IR testbed has a single, uncooled
LWIR camera, hard mounted on a high mobility multipurpose
wheeled vehicle (HMMWV) in the center of the vehicle just
above the windshield. The camera utilized the DRS Infrared
Technologies U6000 microbolometer detector with spectral
response from 8–12 micrometers. The captured imagery was

8-bit single channel with a resolution of 640 480 and frame
rate of fifteen frames per second. A differential GPS receiver
and inertial measurement unit (IMU) were mounted next to the
camera. The time at which each image was captured was also
recorded, allowing for accurate geo-referencing, i.e., image to
UTM mapping and vice versa.
The dataset consisted of multiple runs captured from two
lanes. Each run represents a continuous collection of imagery
while the vehicle traveled the length of a lane. The runs were
captured over a span of 9 days and include data captures at
two times of day, morning and afternoon, and in two directions,
west and east, on each lane. During the collection period the
weather was clear and typical for the region. However, it did
rain in the middle of the collection period. Each lane had 50
buried explosive hazards. The targets were mine, mine-like and
pressure plate objects with various levels of metal content and
burial depths between 1 and 6 inches. In each lane, approximately 44% of the targets were of type “high metal” and 56%
are of type “low metal”. Also, approximately 60% of targets
are buried at 1–2 inches, 12% are 3–4 inches, and 28% are
5–6 inches. The average area per run was 3790.7 m , the minimum was 3757.9 m , and the max was 3832 m . The average
number of frames in each run is 5547. All targets were buried
in the road, within approximately 2 meters cross track in either direction of the vehicle. In total, there were 20 runs: ten
from lane 1 and 10 from lane 2. Five runs from each lane were
morning and the other 5 were afternoon. In [17], we describe our
method for calculating lane area, which is required to normalize
the False Alarm Rate (FAR) score so that the ROC curves can be
viewed in terms of false alarms per meter squared. In addition,
we manually tried to find the targets directly from the imagery
without the knowledge of actual target locations. We found approximately 85% of the targets upon manual visual inspection.
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Fig. 9. Lane-based two-fold cross validation ROC curves for the morning runs.
Different combinations of features and standoff distances were explored.

Fig. 10. Lane-based two-fold cross validation ROC curves for the afternoon
runs. Different combinations of features and standoff distances were explored.

For testing, the multiple runs were split into two groups based
on time of day, morning and afternoon. This resulted in 10 runs
in the morning group and 10 runs in the afternoon group. Inside each group, lane-based cross validation (CV) is performed.
Lane-based CV, specifically 2-fold CV, is performed by using
all of the lane 1 runs for training and then testing on lane 2.
This process was repeated with lane 2 runs used for training
and lane 1 runs for testing. The CV ROC curve is generated
by vertically averaging the individual test ROC curves. Figs. 9
and 10 are the 2FCV results for 5 m standoff with combinations
of the pre-screener confidence (PC), MSER and GMM features
(MSER/GMM), and cell structured image features extracted at
5 meter (image_5) and 10 meter (image_10) from the vehicle
and a halo size of 50 cm. Multiple standoff distances were analyzed to explore a range of different standoff capabilities. The
distances reported here are the current utilized set for our application. While results for different combinations of features
are reported in Figs. 9 and 10, Figs. 11 and 12 display the difference between the pre-screener and the combination of all features. Along with each ROC we report its normalized area under
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Fig. 11. Lane-based two-fold cross validation ROC curves for the morning
runs. This plot illustrates the benefit of this approach versus the pre-screener.

Fig. 12. Lane-based two-fold cross validation ROC curves for the afternoon
runs. This plot illustrates the benefit of this approach versus the pre-screener.

Fig. 13. Two example detected targets. Each row, from left to right shows the
same target at 8, 6, 4, and 2 meters, respectively, from the vehicle.

the curve (NAUC) relative to the [0, 0.02] range. Figs. 13 and
14 show typical targets recognized and not recognized by our
approach.
These experiments have revealed the following about the
detection of buried explosive hazards in FL LWIR, specifically
in the context of the NVESD EO/IR testbed. The ROCs in
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85% on, we notice some improvement, but it comes at a higher
FAR and gradual (sometimes stair step) trend. In some respect,
it is hard to truly know if these are “lucky” hits, i.e., at 85% and
higher, or if they are indicative of the task at hand.
V. FUTURE WORK

Fig. 14. Three example targets not detected. Again, each row, from left to right
shows the same target at 8, 6, 4, and 2 meters, respectively, from the vehicle.
Can you find the target in these LWIR images?

Figs. 9–12 indicate that the cell-structured image space descriptors provide the greatest individual (of the new information
sources explored) benefit, followed by the UTM anomaly map
features. The best results are found using all system information, which leads to 10–20% PD improvement. Not considering
the FAR for a moment, the proposed system cannot improve the
overall PD from that of the ensemble of trainable size-contrast
detectors (the pre-screener). It is our present belief that the
ensemble of size-contrast detectors, namely the size-contrast
filter, performs the best as an individual detector at finding
these buried targets in LWIR. Upon visual inspection of each
algorithm’s output, we do not find any significant and consistent evidence of targets missed by the ensemble of trainable
size-contrast detectors by the other two algorithms. Fig. 14
shows that these undetected targets are not easily (if at all) seen
by the human eye. As stated before, our visual investigation
revealed approximately 85% of the targets, which is consistent
with our algorithm findings. Thus, the pre-screener finds 100%
of targets that can be identified by a human, who is the one
currently looking exhaustively and manually at the LWIR
imagery in order to identify explosive materials.
Specifically, we found that shallowly buried, high metal content targets are the most easily detected, while low metal content and/or deeply buried targets are the most difficult to detect.
This supports our belief that a single band LWIR camera with a
wide spectral response can detect buried targets due to thermal
changes in the surrounding soil, but it will not detect disturbed
earth (i.e., the Restrahlen effect). In addition, experiments suggest that it is easier to detect low metal shallowly buried explosive hazards using LWIR imagery in the morning, when the
surface soil above the buried objects appears cooler than the
surface soil in other areas. However, at this moment in time we
have no theory for this temporally related result. Further investigation is necessary.
In conclusion, Figs. 9–12 support the following claims. FA
reduction is the main benefit of the proposed work. It is predominately in the range of [0%, 85%] detection rates that we
see the greatest improvement. That is, the classification range
that we assert is compatible with what a human can find. From

In future work, we will investigate optimization strategies to
learn system parameters currently specified by humans. While
we have done some initial sensitivity analysis during development, not for all parameters, a more exhaustive and formal
analysis is needed. Future work will also include the continued
exploration of different image space algorithms, features and
classifiers. Specifically, additional image space algorithms and
perhaps other sensors are needed to address the current set of
missed targets (what the pre-screener does not identity at any
operating level). On a last note, our original idea was to explore
the use of forward looking GPR (FLGPR) and, more importantly, the interaction and fusion of LWIR and FLGPR. It is possible that we need another information source, such as FLGPR,
to discover targets currently not captured in LWIR. In Farrell et
al. [1], we show preliminary results for buried explosive hazard
detection using the NVESD ALARIC FLGPR system.
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